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Abstract
Nonlinear dynamical systems are ubiquitous in science and engineering, since they allow developing and understanding models of complex
systems and phenomena. This thesis is devoted to the analysis and modelling of dynamical systems that display a strikingly characteristic feature, self-sustained oscillations: indeed, a vast scientific literature shows
that limit-cycle oscillators can be employed to effectively model various
sustained oscillations, from chemical reactions to biology, from electric
circuits to lasers.
In this work, we focus on two distinct areas of applications: the first
one concerns electronic oscillators, and our main objective is to show
that both the analysis and the design phases can be aided by dynamical
systems theory. The two case studies we consider are concerned with the
continuation analysis of a phase/quadrature oscillator and with the development of a nonlinear behavioural model of charge-pump phase-locked
loops. The second set of applications is in the field of computational neuroscience: in the first case study, dynamical systems theory provides us
with tools for the analysis of a deterministic reduced neuron model that
displays spike adding. In the second case study, we develop a methodology to turn any deterministic conductance-based neuron model into its
stochastic equivalent that incorporates channel noise as a source of intrinsic noise. Finally, we show how one can infer single neuron parameters
starting from recordings of simulated network activity.
In order to effectively analyse and comprehend dynamical systems,
mathematical theory must be paired with numerical tools: for this reason, the first part of this thesis is dedicated to the description of tools
developed to aid the analysis of some of the cited case studies.
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Chapter

Introduction
I have come to believe that the whole world
is an enigma, a harmless enigma that is
made terrible by our own mad attempt to
interpret it as though it had an underlying
truth.
Umberto Eco

The very idea of modelling is at the core of most branches of science and
a cornerstone of the engineering approach to problem solving. The reason
for that is indeed rather simple and related, in the end, to what makes us
humans: it is undeniable that we feel an intrinsic urge to understand the
world around us – the laws that govern it and how they affect us – and, in
some way, to change it. It does not take much, however, to discover that the
world is an amazingly complicated puzzle and even the simplest phenomena
are often regulated by very difficult physical laws. This is where modelling
comes into play, in both understanding and changing the environment we live
in: by making a model, which inevitably simplifies a natural phenomenon,
we are able to gain some understanding into the world that surrounds us.
Models also allow us to take an active part in shaping the environment1 , since
understanding a phenomenon is the first step to take in order to be able to
influence or control it.
A dynamical system is a set of equations that describe the motion – or,
in a broader perspective, the evolution – of the internal state of a system,
and therefore constitute a model of the system itself. The rules of motion
1

Hopefully for the better, but unfortunately evidence that suggests that this might not
always be the case is far too abundant.

1
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are deterministic in the sense that full knowledge of the state of a system at
a particular moment of time determines the state of a system for all future
times.
Dynamical systems can be divided in two large classes: continuous-time and
discrete-time systems, i.e., systems described by differential equations (either
ordinary or partial) or by iterated maps (also known as difference equations),
respectively. In this thesis, we will consider only systems described by ordinary differential equations (ODEs), with the exception of Chapter 5, where
stochastic differential equations (SDEs) are also employed. The reason for
this lies in the fact that our interest is focused on a particular class of systems
– called limit cycle oscillators – whose evolution in time is continuous, rather
than available or meaningful at particular, discrete moments in time.
In this work, dynamical systems will be described by sets of ODEs of the
form
ẋ = f (t, x),
(1.1)
where t denotes time, x ∈ Rn is the state of the system, the overdot indicates
differentiation with respect to time, n is the state dimension, i.e., the number
of state variables, and f : Rn → Rn is the vector field, i.e., the set of rules that
provide the velocity of the system given its present position. When the vector
field does not depend explicitly on time, the system is said to be autonomous,
whereas if the dependence is present, the system is called non-autonomous;
in this thesis we shall deal with both cases and therefore have included the
dependence on time in system (1.1).
A very important and well-studied class of dynamical systems is that of
linear dynamical systems, described by sets of equations such as
ẋ = A x,

(1.2)

where A ∈ Rn×n is the so-called dynamics matrix : system (1.2) is autonomous
if A does not depend on t. Linear systems are much easier to analyse than
nonlinear ones because they can be broken down into parts, i.e., each part
can be solved separately and finally recombined with all the others to get the
full solution: this is the so-called superposition principle, which, together with
Fourier analysis and Laplace transforms, plays a major role in the analysis
and solution of linear systems.
Linear systems are therefore a very powerful tool that can be employed
in a variety of different applications, often as a linearisation of nonlinear systems in the neighbourhood of equilibrium points. Nonetheless, many natural

Introduction
phenomena are intrinsically nonlinear: a striking example is the generation of
action potentials, known as spikes, in neuronal cells. A sub-threshold stimulation (the input) causes the membrane potential (the output) to depolarise, i.e.,
assume less negative values, exactly in the same manner observable in a simple
(linear) RC circuit. Another, different, sub-threshold stimulation causes again
the membrane to depolarise to a slightly different value. If the two stimuli
are applied at the same time and their sum exceeds a certain threshold, the
result is not, as we would expect in a linear system, a depolarisation that is
the sum of the two individual depolarisations, but rather a large (of the order
of 100 mV) and fast (typically between 1 and 3 ms) oscillation. Considering
that action potentials are the manner in which neurons communicate and are
therefore at the base of brain activity, we can say that neuronal cells are a
prime example of nonlinear dynamical system.
Many other examples can be found, in fields as diverse as biology, chemistry, population ecology, optics and many areas of engineering (electronic,
civil and mechanical), in which a system displays stable self-sustained oscillations. Such a behaviour cannot be reproduced with a linear system: indeed,
linear systems can display closed orbits, but they cannot be isolated, i.e., they
do not attract nor repel nearby orbits, but rather the amplitude of the oscillation merely depends on the initial conditions. Nonlinear systems, on the other
hand, display oscillations that are determined by the structure of the system,
i.e., by its vector field. Such dynamical systems are generally called in the
scientific literature limit-cycle oscillators, and many examples can be found in
which they can be employed to effectively model various sustained oscillations:
to give a very quick and by no means exhaustive list, we can remember chemical reactions [NB79, For90], biology [GWF+ 98, DMPTH10, TRPK07, RP04,
PHT06], electric circuits [KC91, MDK99], and lasers [VFL05, VKFL07]. We
refer the interested reader to [GTE10] for an in-depth discussion on the subject.
It should be clear by now that dynamical systems theory provides a robust
framework for the analysis of nonlinear differential equations. Nonetheless,
most real-world scenarios and applications are so complex that the need for
powerful numerical tools has become of paramount importance in the scientific
community. Indeed, modelling a physical system – especially in engineering –
is often a trial and error process, which is greatly simplified by the availability
of efficient and reliable software tools. This is mainly due to the fact that
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even simple models are characterised by parameters, which often must be
appropriately tuned in order for the model to behave in a manner similar to
that of the physical system under consideration.
The aim of this thesis is twofold: in the first part, composed of Chapter 2,
we shall discuss numerical tools – a software library for the analysis of dynamical systems – and techniques – a boundary value problem for the harmonic
analysis of limit cycle oscillators – that were developed to aid the study of
nonlinear dynamical systems.
In the rest of the thesis a variegated series of case studies will be presented, in
which both dynamical systems theory and numerical tools play a fundamental
role. The case studies are concerned with various aspects of the theory that
cover different areas of applications. In particular, we shall consider:
1. The analysis of a dynamical system (the first part of Chapter 3 and
Chapter 4). In these cases, the model is given and the interest is on
studying the qualitatively different behaviours of the model and on understanding how the parameters of the model regulate the switching
between distinct steady-state solutions.
2. The development of a model: in the second part of Chapter 3 the equations are derived from the physical structure of an electronic oscillator,
whereas in Chapter 5 an existing model is modified and some SDEs are
added in order to obtain the desired statistical properties.
3. The identification of the parameters of a model: in the second part
of Chapter 3 the values of some parameters are chosen in order to fit
experimental data, whereas in Chapter 6, starting from measurements
of a network of neurons, we will show how to identify single neuron
parameters, namely the firing rate transfer function and a characteristic
time constant.
The content of each chapter is described more in detail in the following.
In Chapter 2, we describe bal, a C++ library with a Python interface for
the brute-force analysis of dynamical systems. bal was developed with the
aim of making the computation of bifurcation diagrams as easy as possible,
and eventually evolved in a tool whose most powerful feature is the possibility
of performing, in a parallel fashion and with an easy-to-use interface, a high
number of numerical integrations of dynamical systems described by sets of
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ODEs. bal uses threads to parallelise the computations of the solutions and
saves its output data to compressed and standardised H5 files.
The second part of Chapter 2 deals with the development of a technique for
the harmonic analysis of limit-cycle oscillators: the technique is based on a
boundary-value problem (BVP) and is general enough to be implemented on
any software tool that can solve BVPs. For this purpose, we used AUTO07p [DO09], the de facto standard for the continuation analysis of dynamical
systems.
Chapter 4 is dedicated to the bifurcation analysis of the Hindmarsh-Rose
(HR) neuron model [HR82,HR84]. This phenomenological neuron model may
be seen either as a generalisation of the FitzHugh equations [Fit61] or as a
simplification of the physiologically realistic model proposed by Hodgkin and
Huxley [HH52]. It has proved to be a single-compartment model providing a
good compromise between two seemingly mutually exclusive requirements: the
model for a single neuron must be both computationally simple, and capable
of mimicking almost all the behaviours exhibited by real biological neurons,
in particular the rich firing patterns [HGMJ06b].
The work presented here is the logical continuation of the analysis carried out
in [SLDL08,LBS08]: in this thesis we will focus only on a very interesting feature of the HR model known as period adding, i.e., the possibility of smoothly
increasing the number of turns in a limit cycle by varying just one parameter.
We will first give an intuitive explanation of the phenomenon and then we will
discuss in detail the bifurcation curves and the codimension-2 points that are
at the base of the behaviour of the model.
In Chapter 5 we present the development of a stochastic neuron model
incorporating channel noise: stochastic channel gating is the major source
of intrinsic neuronal noise [WRK00], whose functional consequences at the
microcircuit- and network-levels have been only partly explored. A systematic study of this channel noise in large ensembles of biophysically detailed
model neurons calls for the availability of fast numerical methods. In fact,
exact techniques employ the microscopic simulation of the random opening and closing of individual ion channels, usually based on Markov models [SW79, CD83, CW96, MRW02], whose computational loads are prohibitive
even for next generation massive computer models of the brain. In Chapter 5, we operatively define a procedure for translating any Markov model describing voltage- or ligand-gated membrane ion-conductances into an effective
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stochastic version, whose computer simulation is efficient, without compromising accuracy. Our approximation is based on an improved Langevin-like
approach, which employs stochastic differential equations and no Montecarlo
methods. As opposed to an earlier proposal recently debated in the literature [FL94, Fox97], our approximation reproduces accurately the statistical
properties of the exact microscopic simulations, under a variety of conditions,
from spontaneous to evoked response features. In addition, our method is
not restricted to the Hodgkin-Huxley sodium and potassium currents and is
general for a variety of voltage- and ligand-gated ion currents.
Finally, in Chapter 6 we present a method for the identification of effective population dynamics involving very few state variables (e.g., the mean
firing frequency of the population), which would be capable of quantitatively
describing the collective firing rate of a large network of spiking neurons. This
“middle-out” approach, which aims at a mesoscopic description of the nervous
tissue, can provide also “hooks” to identify some of the microscopic features
of the biological system, like the mean synaptic efficacy, or single neuron parameters, such as the time constant characteristic of the calcium decay of the
model. We show how our method can be applied to data obtained by simulating in silico a network of excitatory integrate-and-fire neurons, but our
methodology is general enough to be applied, possibly with minor modifications, also to data coming from in vitro or in vivo recordings.

6
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Numerical tools and techniques
Brief – We present the numerical tools and techniques that
have been used or developed to tackle problems related to the
analysis of nonlinear dynamical systems.
Personal contribution – Most of the material in this chapter
is original: in particular, the software library bal has been
developed by the author, while the boundary value problem
for the harmonic analysis of oscillators has been developed in
collaboration with the authors of [BLOS10].
This chapter – and most of this thesis, for that matter – deals with the importance of parameters in dynamical systems: for our purposes, a parameter
is a quantity that does not vary with time1 and that describes a feature of
the system: for instance, the mass of a body, the elastic constant of a spring,
the value of a capacitance or of a current, and so forth. Parameters are important also because they allow the same system to behave in different ways:
for example, the same system of differential equations can lead to a stationary
solution for a certain set of parameters and to an oscillatory behaviour for
different values of parameters.
When dealing with software tools for numerical analysis of nonlinear dynamical systems, we can divide them into two major categories: brute force
methods are those based on the numerical integration of the system to be
1
More generally, parameters can also change over time, albeit slowly if compared to the
characteristic time scales of the system, but we shall not consider this possibility in this
thesis.
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Numerical tools and techniques
analysed, while numerical continuation methods allow one to “follow” system invariant sets (for example, equilibrium points or limit cycles) without
performing integrations, but rather by using the implicit function theorem.
More in detail, the fundamental idea behind brute force methods is to
numerically integrate the system for a set of parameters values and then classify in some way the behaviour of the system, in order to have a mapping
from the parameters space to possible system behaviours. Two of the most
widely adopted approaches to classification are computing the Lyapunov exponents or counting the number of turns of periodic solutions: the former
approach tells us whether the system is chaotic (maximum exponent greater
than zero), or has a periodic or stationary solution (maximum exponent equal
to or smaller than zero, respectively). The computation of Lyapunov exponents, albeit largely used in the scientific community, has the severe limit of
not giving any information about the type of periodic solutions. To overcome
this limitation, one can define a so-called Poincaré section in the state space
of the system and record the intersections with this section of the trajectories
obtained through numerical integration. By counting the number of distinct
intersections one can obtain information about the periodicity of the solution,
i.e., the number of turns of the limit cycle.
On the other hand, continuation methods allow one to translate the bifurcation analysis of equilibria and cycles into the solution of a system of implicit
algebraic equations, which can be computed systematically. One of the key
elements of continuation theory is that invariant sets and their bifurcations
are revealed when so-called test functions equal zero. Many test functions are
included in the most diffuse numerical continuation packages [DO09,DGK03],
but, of course, user-defined test functions can be added. Hence, the bifurcation analysis is reduced to locating the zeroes of some functions, which can be
found, with the desired precision, by using Newton-based algorithms.
There are several advantages to using continuation methods as opposed to
simulation in systems analysis:
• Solutions can be followed in the parameter space even if they are unstable: by contrast, simulation allows the observation of stable solutions
only. In this regard, it should be noted that unstable periodic orbits,
and in particular saddle limit cycles, are involved in many bifurcation
phenomena. Furthermore, often saddles invariant manifolds separate
the basins of attraction of different attractors.

8
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• There is no need to wait for transients to settle before studying the
invariants.
• The results are independent of the choice of the Poincaré section.
• Numerical problems associated with sensitivity to the initial conditions
are avoided.
• Continuation makes it possible to detect hysteretic phenomena due to
coexisting attractors. This can be tricky to achieve by simulation methods.
Brute force and continuation methods provide different but complementary
results: the former are easier to use and can be applied to the vast majority
of dynamical systems, whereas the latter give more accurate results but need
more effort on the part of the user and can be applied to smooth dynamical
systems only.
Not surprisingly, the most significant results in the analysis of dynamical
systems are obtained when one combines brute force and continuation methods: we shall see how these two techniques provide a clear picture of the
behaviours of a dynamical system.
Before discussing the numerical tools and techniques that we have developed, we present a simple example that should clarify how one can use a
combination of brute force and continuation methods to analyse the behaviour
of a dynamical system. For this example, we have used the Hindmarsh-Rose
neuron model [HR84], which is described by the following set of equations:



 ẋ = y − x3 + bx2 + I − z



(2.1)
ẏ = 1 − 5x2 − y





 ż = µ(s(x − xrest ) − z).

We leave the discussion of the meaning of the state variables and of the
parameters to Chapter 4, and here we focus only on how we have performed
the bifurcation analysis whose results are shown in Fig. 2.1. At first, we
have defined a Poincaré section that corresponds to the maxima of x, the
first state variable: this is usually a good choice since the key requirement of
Poincaré sections is that they be transverse to the flow and this is true under
mild assumptions when they correspond to extrema of the state variables. By
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Figure 2.1: One-dimensional bifurcation analysis of the Hindmarsh-Rose neuron model. The fixed parameters have values I = 3, µ = 0.01, s = 4 and
xrest = −1.6. In panel B (C) coloured lines correspond to unstable limit cycles, with the following code for the number of turns: blue, 3 (1) turns, cyan,
6 (2) turns, magenta, 12 (4) turns.

numerical integration of system (2.1) for different values of the parameter b,
we have obtained the bifurcation diagram in panel A: the periodic and chaotic
solutions are clearly recognisable and also the road that leads to chaos through
a series of period doubling bifurcations is evident. Moreover, darker shades of
grey in the chaotic regions correspond to a higher probability that the maxima
of x assume those values.

Numerical tools and techniques
It is clear how, by simply performing a brute force analysis of the system,
we have obtained a great deal of information on its stable invariants: we now
want to move a step further and obtain quantitative information about the
bifurcations that regulate the transition from stable to chaotic solutions. To
do so, we have continued the stable 1-turn limit cycle that exists at b = 3.2
and found a first period doubling bifurcation in the proximity of b = 3.15 (red
vertical line labelled as f 1 ); from this point, we are able to continue both the
unstable 1-turn limit cycle (dashed grey line starting from f 1 ) and the stable
2-turns cycle that originates from the flip bifurcation. By following this latter
invariant, we locate the second flip bifurcation (red vertical line labelled as f 2 )
and repeat the procedure described previously. In this way, we can find the
period doubling bifurcations reported in the figure: in particular, f 1 , f 2 , f 4
and f 8 are the first ones in the cascade of bifurcations that lead to the chaotic
attractor in the centre of the diagram, whereas f 3 , f 6 and f 12 are related to
the stable 3-turns cycle that exists at b = 3.01 and lead to the chaotic attractor
located on the left of the diagram. By continuing this same cycle and the 4turns stable one that exists at b = 2.95 for increasing values of b, we are able
to locate two fold of cycles bifurcations (blue vertical lines labelled as t3 and
t4 ) that mark the end of the existence of the chaotic attractor and give birth
to the two stable cycles. The green dashed vertical lines in panel A correspond
to parameter values for which two chaotic attractors exist: b = 2.97 (panel
B) and b = 3.05 (panel C). In these two panels we can see the stable chaotic
attractors (grey traces) obtained with numerical integration and some of the
unstable limit cycles (coloured traces) that make up the skeleton of the chaotic
attractors and that were obtained through numerical continuation.
This simple example has shown how it is possible to combine results obtained
with different methodologies in order to obtain a global and clear picture of
the possible behaviours of a dynamical system.
We now move on to the detailed description of the numerical tools we
have developed for the analysis of dynamical systems. First, we shall talk
about bal, a C++ library with a Python interface that is suited for the brute
force analysis of dynamical systems and then we will talk about a novel technique that enables harmonic analysis through the use of standard numerical
continuation tools.
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The software library BAL

For the brute force analysis of nonlinear dynamical systems, we developed a
software package (called Bifurcation Analysis Library or bal) that allows one
to perform in an efficient and simple way simulations and classifications of
asymptotic trajectories in order to provide bifurcation diagrams (by varying
bifurcation parameters) and basins of attractions (by varying initial conditions).
bal has a multilayer organisation with three external open-source C/C++
libraries at its core: CVode [CH96] for numerical integration, BOOST [Kar05]
for extending the functionality of C++ and handling parallel threads, and
HDF5 [FCM99] for efficient data storage. The C++ interface provides flexibility to bal, since it makes it easy to add new systems to be simulated and
new functionalities to the package by extending the base classes. Finally, an
additional Python interface allows the user to write very concise and clear
scripts, which nonetheless retain the full power and speed of the underlying
C++ code.
The main advantages of bal can be summarised as follows.
Computational efficiency. The internal parts of the library are written in
compiled languages (C and C++): as a consequence, applications that use
bal run much faster than equivalent codes in interpreted languages (such as
Python or, to a greater extent, Matlab) and are reasonably well standardised
on almost all platforms. Moreover, the library is based on well known, efficient,
and actively tested and developed libraries. Finally, the code makes extensive
use of threads, in order to reduce the time to solution.
Simplicity of usage. The external Python interface allows the developer to
write new code in a very short time, without the need of constant attention
to low-level system programming, like memory allocation and deallocation,
and of compilation and linking. Python is an interpreted, interactive, objectoriented programming language, which is more and more used in the scientific
community since it is open-source and combines remarkable power with very
easy prototyping.
Flexibility. The object-oriented nature of both the C++ and Python interfaces greatly facilitates reusability and development. Features such as inheritance and operator overloading make it easy for developers to implement
new methods and fine tune existing ones.
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CVODE

HDF5

Figure 2.2: Structure of bal: the bottom level comprehends the three external
libraries used by bal. The intermediate layer contains the C++ core classes,
the most important of which have been reported in the figure. Finally, the top
level is constituted by the Python interface, which allows the user to elegantly
and efficiently access all the functionalities of the C++ layer.

2.1.1

Design of BAL

In this Section, we present in detail the design and the most important objects
of the software library bal.
Multilayer organisation of BAL
A high-level description of the design of bal is shown in Fig. 2.2. At the
base, two C libraries – CVode and HDF5 – and one C++ library – BOOST
– provide the basic functionalities of bal, i.e., numerical integration, data
storing and multithreading: all these libraries are fast, robust and have a
strong developing and support community.
The intermediate C++ layer has two objectives:
1. Interconnect the three base libraries in such a way that the final result is
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a framework which takes care of all the steps involved in the computation
of a bifurcation diagram: that means (i) description of the ODE system,
(ii) integration of the system by varying the parameters or the initial
conditions over a proper grid in the parameter or state space, (iii) saving
the results of the integrations to file, and (iv) classify the trajectories or
(analogously) compute the Lyapunov exponents.
2. Provide the end-user with an interface that is easy to use and “masks”
the underlying details of the implementation. For example, users have
to know very little about how the class balODESolver actually works:
they just need to use the class balBifurcationDiagram and set very
few options to obtain good results.
The top Python layer was introduced with the aim of further simplifying the use of bal while fully retaining all the power and flexibility of
the intermediate C++ layer. We have chosen to use the Python C-API
(http://docs.python.org/c-api/) instead of more powerful tools such as
SWIG [Bea96] or BOOST.Python [AGK03] mainly because most of the classes
were not meant in the first place to be directly accessible by the user. As a
consequence, the Python layer provides interfaces only to the most important
bal objects, i.e., those described in Sec. 2.1.1.
Key objects
bal contains a number of classes: at present, five of these have particular
importance, both for their significance and for their implementation. In the
following, a brief description of the fundamental objects of bal is provided.
balDynamicalSystem. This base class represents a dynamical system, and its
main features are the following:
1. It provides an interface – by means of static methods – to the functions
of CVode that require the right-hand side of the ODE system (i.e., the
vector field), the definition of the Jacobian matrix – if available – and
the definition of the roots of the system, which are significant events
that occur during the integration of the system, such as the crossing of
a Poincaré section2 .
2

In particular,
CVodeRootInit.

these

functions

are

CVodeMalloc,

CVDlsSetDenseJacFn

and
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2. It provides a way to “extend” a dynamical system in order to compute
the Lyapunov exponents, with the method described in [WSSV85]. The
implementation of this feature in the base class is particularly convenient: the user that wants to compute the Lyapunov spectrum of a
system merely has to set a flag to the appropriate value, without having
to worry about the extended system.
Every class that implements a dynamical system must inherit from this class.
balParameters. This base class represents an array of parameters and is used
by balDynamicalSystem as optional data in the computation of f (t, x, p).
balParameters has an inherited class, balBifurcationParameters, containing parameters in the form [pmin , pmax , psteps ], which allows to iterate over all
possible tuples of parameters: in particular, if the number of parameters of
a system is m and the number of steps of each parameter is pisteps , then the
Q
i
total number of tuples that will be generated is m
i=1 psteps . This feature is
used for the computation of m-dimensional bifurcation diagrams3 .
balODESolver. This class performs the numerical integration of a dynamical
system. It can be used in four different working modes:
Trajectory The system is integrated from an initial time t0 to a final time t1 with a
time step dt. The whole solution of the integration is stored in memory
and available to the user.
Events The system is integrated from t0 to t1 and CVode is instructed to find
the zeroes of appropriate root functions which are given by the user in
the definition of the dynamical system. Only the values of the system
state at the times when the root functions equal 0 are stored in memory
and made accessible from outside. The time step dt has no importance
in this working mode.
Trajectory + Events This mode is the “sum” of the two previous ones. The trajectory is
stored with step dt and root finding is enabled.
Lyapunov The extended system is integrated and the Lyapunov spectrum is computed.
3

Typically, bifurcation diagrams are either one- or two-dimensional. In these cases, the
number of parameters with pisteps > 1 will be either one or two.
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Another important feature of this class is its ability to perform a classification
of the type of trajectory as it is computed: in particular, balODESolver is
able to detect whether the trajectory converges to an equilibrium point, or – if
events are enabled – to a chaotic attractor or a limit cycle. In the latter case, it
can also compute the number of turns of the orbit, i.e., the number of distinct
intersections with a particular Poincaré section. As will be shown in the
following, this feature is particularly useful as an alternative to the maximum
Lyapunov exponent for the classification of behaviours in bifurcation diagrams.
A sketch of how the results of the integration are stored inside the solver is
shown in Table 2.1.
Time
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xn
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.

xij
..
.

...
..
.

xnj
..
.
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.
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.
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..
.

xnk
..
.

l
..
.

tf inal

x1f inal

...

xif inal

...

xnfinal

l

Table 2.1: Structure of the buffer of the solution. Here, t0 and t1 are
the initial time and the duration of the transient, respectively. Label is an
additional column that gives information on the type of entry in the matrix. In
particular, -2 indicates the first row, -1 the end of the transient, 0 a “standard”
entry, and a value greater than zero indicates that a zero of a root function
has been found. In this example, the l-th root function gl (tk , xk ) is zero. The
last row indicates the final entry in the buffer: integration stops when tf inal
equals the total integration time specified by the user or when the maximum
number of intersections has been detected.

balLogger This is the base class for objects whose task is to save data to a file:
the user who wants to add support for a particular file format should extend
this class. By default, bal uses HDF5 compressed files for saving the results of
the integrations: the class that performs this operation is called balH5Logger.
We have chosen to use this particular format because it is largely used in the
scientific community and most commercial and open-source packages (e.g.,
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Matlab, Mathematica, Python) have built in support for HDF5. We also
want to stress that it is straightforward for users to extend balLogger to add
support for a particular file format.
balBifurcationDiagram This class manages the previously described objects
to compute bifurcation diagrams, i.e., to perform a large number of integrations by varying the parameters of the system, and to save the results to file.
balBifurcationDiagram can also perform integrations by varying the initial
conditions of the system: this is useful when one is interested in computing
basins of attractions for a dynamical system.
Since each integration is independent from the others, the user can specify the
number of threads that should be used for the integration of the system: each
thread will save the results of its operation in a queue. When the queue is full
– its maximum size can be selected by the user – the threads that integrate
are stopped and a thread that uses a balLogger object to save data to a file
is activated.

2.1.2

Features of BAL

In summary, bal was designed to allow the user to easily perform the following
tasks.
Computation of bifurcation diagrams
bal allows to easily compute n-dimensional bifurcation diagrams by varying n
parameters of the system: the user merely has to define the dynamical system
(by appropriately extending the base class balDynamicalSystem) and to provide the range of variation of the parameters. The actual computation of the
diagram is performed by balBifurcationDiagram, which handles a number of
threads specified by the user for the integrations and a single thread for saving
data to a file, in a manner which is completely transparent to the user. As a
consequence of the usage of the class balODESolver, balBifurcationDiagram
also provides a classification of the computed trajectories, either in terms of
Lyapunov exponents or number of turns of the periodic solutions.
Computation of basins of attraction
This feature is conceptually identical to the precedent, the only practical difference being that initial conditions, and not parameters, are changed when com-
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puting the diagram. Users can specify an arbitrary number of starting points
and balBifurcationDiagram will perform as many integrations as there are
initial conditions. Also in this case the trajectories will be classified and data
will be saved to file.
Integration of dynamical systems
At first, this feature may seem of little use, considering that one of the library
used by bal is CVode, but we think it is worthwhile mentioning three features
of bal that add greatly to the usage of CVode “as is”:
1. The additional C++ layer provided by bal makes using CVode much
easier, especially for the average user, who is not accustomed to the
many facets of numerical integration.
2. By using inheritance appropriately, one can define a dynamical system
which is simply a modification of an existing one, without having to fully
rewrite the code that implements the differential equations.
3. Numerical integration usually generates huge amount of data: bal provides a convenient and easy way – through balLogger objects – of storing such data to file.
In this thesis, bal was used extensively to obtain the bifurcation diagrams
of the Hindmarsh-Rose neuron model reported in Chapter 4 and to perform
numerical integrations of the behavioural model of a Phase-Locked Loop that
is described in Chapter 3.

2.2

Numerical continuation

In this section, we first present some general concepts about numerical continuation and then we discuss the technique that we have developed for the
harmonic analysis of oscillators through standard continuation tools, namely
AUTO.
Numerical continuation is concerned with following solutions to systems
of equations depending on parameters. For example, given a system of ODEs
ẋ = f (x, p),

x ∈ Rn ,

p ∈ R,

where f (x, n) is a sufficiently smooth vector field, there could be an equilibrium point x0 at the parameter value p0 , which means that f (x0 , p0 ) = 0. As
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p is varied, generically, the equilibrium point x changes too. The first purpose of numerical continuation is therefore to study how invariant sets change
as one or few of the system parameters’ are varied. Moreover, during the
continuation, it is possible to monitor certain properties, in order to detect
bifurcations and changes of stability. Finally, continuation techniques allow to
follow invariant sets other than equilibria: in particular, solutions that vary
with time, such as periodic, homoclinic and heteroclinic orbits, or in general,
any solution that satisfies a boundary value problem.

2.2.1

Continuation methods

For simplicity, first assume that the solution to be continued is an equilibrium
point. This means that there exists a branch x(p) for which x(p0 ) = x0 and
f (x(p), p) = 0. More generally, we can say that there exists a branch u(s),
parametrised by s ∈ R where u = (x, p), u(0) = u0 and f (u0 ) = f (u) = 0.
The fundamental theorem of continuation analysis states that, if u0 is a regular solution4 , then, in a neighbourhood of u0 , there exists a unique onedimensional continuation solution branch u(s) with u(0) = u0 . The proof is
based on the Implicit Function Theorem.
Core continuation procedures generally consist of three parts: prediction,
correction and step-size control. The predictor, given the point ui estimates
the next point in the continuation ui+1 using a normalised tangent vector vi
and step size h using u0i+1 = ui + hvi . The tangent vector can be computed by
solving an extended system involving the Jacobian matrix, or if two previous
points are available, by estimating vi = (ui − ui−1 )/(kui − ui−1 k) (a secant
method).
The corrector then uses a procedure to improve u0i+1 so that it satisfies f (ui+1 ) =
0 up to user-defined accuracy. If the corrector fails, the procedure can be repeated using a smaller step-size, until a user specified minimum is reached.
Between steps the step-size may also be increased, if the corrector quickly
converges.
A corrector can apply Newton’s method to solve f (ui+1 ) = 0. However, since
this equation is underspecified, an additional constraint g(ui+1 ) = 0 must be
added, where g : Rn+1 → R. Newton’s method is then applied by solving a
linear system until a user-defined accuracy is reached: if the accuracy is not
met after a user-specified number of iterations, the corrector has failed. There
4

A solution is regular if the associated Jacobian matrix has maximal rank.
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are several ways to implement the constraint g(u) = 0, the most used of which
are natural, pseudo-arclength and Moore-Penrose continuation.

2.2.2

Types of solution

In this section, we give a very brief description on how continuation methods
tackle different types of solution.
Equilibria
For equilibrium points of ordinary differential equations the procedure proceeds as explained above in the previous paragraph.
Boundary value problems
Solutions to boundary value problems must first be discretized on a mesh. This
gives rise to a high-dimensional problem that can be solved using the above
algorithm. The most widely used way to do this is orthogonal collocation with
piecewise polynomials: the reason for this is that the resulting Jacobian matrix
will then have a special band structure that can be exploited for numerical
efficiency.
Periodic orbits
Periodic orbits x(t), where x(0) = x(T ) are in fact boundary value problems.
The first step is to scale the ordinary differential equation so the solutions
have unitary period:
ẋ = T f (x(t), p),
where now x(0) = x(1). Secondly, to avoid phase shifts of the periodic orbit that would make the continuation problem non-unique, another condition
must be added. The so-called integral phase condition is generally used, such
as
Z
1

0

hx(t), ẋold (t)idt = 0,

where ẋold (t) denotes the time-derivative of the previous solution in the continuation procedure.
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Homoclinic and heteroclinic orbits
Homoclinic and heteroclinic orbits can be effectively continued using truncated
orbits on a finite time interval that satisfy the boundary conditions.

2.2.3

Bifurcations

One of the most common applications of continuation methods is to detect
and continue bifurcations in (nonlinear) dynamical systems.
Detecting bifurcations
Bifurcations are generally detected by locating a zero of a test function. For
instance, to detect a Hopf bifurcation one can monitor the real part of the
complex eigenvalue pair that is closest to the imaginary axis and locate with
the desired precision (for example by using the secant and Müller’s method)
the parameter value for which an appropriate test function equals zero.
Continuing bifurcations
Bifurcations are generically continued by adding an extra free continuation
parameter. A basic way to perform such a continuation is by adding the
constraint that the relevant test function must remain zero during the continuation, thereby creating a minimally augmented system.

2.3

Harmonic analysis through continuation

As stated previously, continuation methods provide an efficient tool for analysing
systems of nonlinear algebraic equations whose solutions form a one-dimensional
continuum. When dealing with periodic solutions of systems of ordinary differential equations (ODEs), we continue solutions by solving a boundary value
problem (BVP). We can either solve this BVP explicitly, when possible, or
implicitly, by using numerical continuation tools.
The BVPs that are used to continue “standard” objects, such as equilibrium points, periodic, homoclinic, and heteroclinic orbits and their bifurcations in dynamical systems are well-known (see, for instance, [Kuz04] for
an overview). However, it is often advantageous to formulate new BVPs to
continue “non-standard” objects, such as invariant manifolds [DKO06], slow
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manifolds [DKO08], and coherent structures such as spiral waves and other
defects in oscillatory media [BE07, CS07].
In a recent paper [CV09], a combination of harmonic analysis and continuation techniques (based on the harmonic balance method) was proposed. The
main result is a new numerical continuation tool that provides standard results of continuation analysis after a preliminary reformulation of the problem
in terms of harmonic balance.
In this section, we explain how to define a novel BVP that enables harmonic analysis by using standard numerical continuation tools. The proposed
BVP allows, in the spirit of [DKO06,DKO08,BE07,CS07], for “non-standard”
continuations focused on selected harmonic components of a solution without
an ad hoc simulator like the one described in [CV09].
The main advantages of the proposed approach are the following:
• the BVP is formulated in such a way that the public-domain software
package AUTO-07P [DO09] can solve it;
• compared to simulations, computation times are generally lower, since
numerical continuation packages operate directly on system invariant
sets;
• the proposed procedure is reasonably easy to use by those who are familiar with the analysis of nonlinear dynamical systems.
On the other hand, one needs to take care of the following aspects:
• for complex systems, such as a realistic radio-frequency electronic oscillator, the procedure is effective only if preceded by a modelling phase
where one defines a suitable model of the oscillator [BBLS09] — such a
model should be as simple as possible, but able to capture the essential
features of the system;
• those who are not familiar with numerical continuation packages require
a preliminary training.
Let us now summarise the basic elements the proposed technique is based
on.
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Basic elements

Let the following system of ODEs describe an oscillator, which can be either
autonomous or non-autonomous with periodic forcing:
ẋ =

dx
= g(x, t; p),
dt

x, g ∈ Rn , p ∈ Rq , t ∈ R.

(2.2)

When this oscillator reaches a periodic regime, it produces signals of generic
period T , that is, frequency f = T1 and angular frequency ω = 2πf . The
Fourier series expansion of each state variable is
xj (t) = a0j +

∞
X

[akj sin(kωt) + bkj cos(kωt)] ,

(2.3)

k=1

where the index j ∈ {1, . . . , n} selects the state variable, a0j is the mean value
of xj (t) over T and we obtain the other coefficients by projecting xj (t) on the
corresponding basis functions
Z
2 t+T
xj (τ ) sin(kωτ )dτ
akj =
T Zt
(2.4)
2 t+T
xj (τ ) cos(kωτ )dτ
bkj =
T t
For this particular problem, we define test functions of the kind f (Sa , Sb , T, KREF ),
where Sa and Sb denote a subset of na and nb Fourier coefficients {akj } and
{bkj }, respectively, and KREF is a constant reference value.
We can use this formulation to solve different kinds of problems. Firstly
we can continue the amplitude of a harmonic component with respect to a
single parameter. However, of further interest are continuations with respect
to two parameters, adding a further constraint. For instance, iso-harmonic,
iso-ratio, and iso-energy continuations are possible. For iso-harmonic continuations we fix the amplitude of a harmonic component, for iso-ratio continuations the ratio between amplitudes of different harmonics, and for iso-energy
continuations a sum of squares of a limited number of harmonic amplitudes
representing almost the whole power spectrum of the analysed signal.
We now set up the BVP that is solved for these continuations.

2.3.2

Setup

The first step is to derive a simplified model of the oscillator given by a small
system of ODEs, as is usual when dealing with both the analysis and synthesis
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of a dynamical system. We call this system the original system. By assuming
some reasonable modelling hypotheses we obtain these equations, which are
expressed in terms of state variables. It is advantageous, but not compulsory,
to normalise these equations and shift the origin of the normalised state space
to a “significant” equilibrium point. Such an equilibrium is stable for some
parameter configuration, and, by varying one parameter, undergoes a supercritical Andronov-Hopf bifurcation, which marks the appearance of a family of
asymptotically stable periodic solutions evolving around the (unstable) equilibrium.
The original system
For autonomous oscillators, the original system is simply the ODE system
modelling the oscillator, given by ẋ = g(x(t); p). For a non-autonomous oscillator with periodic forcing, we can obtain an equivalent autonomous oscillator by adding a nonlinear oscillator with the desired periodic forcing
as one of the solution components (see, for instance, the AUTO-07P demo
frc [DO09, ADO90]). In particular, for a sinusoidal forcing we can use the
following secondary oscillator (very close to the normal form of the supercritical Andronov-Hopf bifurcation):


 v̇ = αv + βw + v(v 2 + w2 )


 ẇ = −βv + αw + w(v 2 + w2 ),

(2.5)

which for α < 0 asymptotically converges to the origin and for α > 0 has the
asymptotically stable solution v = sin(βt), w = cos(βt). For instance, if the
first state variable of the original system obeys the differential equation ẋ1 =
g1 (x(t); p) + c cos(ωt) and the state of the original system is x = [x1 , . . . , xn ],
then in the corresponding autonomous system the equation for the first state
variable is given by ẋ1 = g1 (x(t); p) + cw, where β = ω and the state vector is redefined as x = [x1 , . . . , xn , v, w]. Hence, if the original system is a
non-autonomous oscillator with periodic forcing, we can also recast it to the
autonomous system ẋ = g(x(t); p).
We can analyse equilibria, their Hopf bifurcations and emanating limit
cycles in the possibly recast original system. The original system, together
with some information from the limit cycle close to the Hopf bifurcation, is
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then used to construct and initialise the full continuation system defining the
BVP.
Initialisation
As an initial solution for the BVP problem, we could take a pre-computed
periodic orbit, carry out a signal analysis to find the coefficients of its Fourier
expansion, and substitute that into the system. Another way (which we describe here) is to use standard continuation techniques provided by AUTO,
following an equilibrium point that undergoes an Andronov-Hopf bifurcation.
In the non-autonomous case with sinusoidal forcing, we can easily find this
bifurcation by varying the parameter α in Eq. (2.5) across zero.
The limit cycle that emanates from the Andronov-Hopf bifurcation can
then be continued a small distance away from the bifurcation, where it will
still have the approximate form
x(t) = A sin ωt + B cos ωt.

(2.6)

Here ω is the purely imaginary part of the corresponding eigenvalue of the
equilibrium, which we can obtain using the period T that AUTO provides:
ω = 2π/T . Now the Fourier coefficients can be trivially derived, comparing
Eqs. (2.3) and (2.6):
a0j = 0,
a1j = A = x˙j (0)/ω,

b1j = B = xj (0),

akj = 0,

bkj = 0,

k > 1,

(2.7)
j = 1, . . . , n

The full continuation system
The full continuation system is given by the following equations:
• Non-autonomous differential equations:
ẋ = T g(x(t), t; p),
ṫ = 1

x, g ∈ Rn ,

p ∈ Rq ,

t, T ∈ R

(2.8)

Here the possibly recast original system Eq. (2.2) is rescaled so that
a T -periodic solution of Eq. (2.2) is a 1-periodic solution for the first
equation in (2.8). The non-periodic equation ṫ = 1 is added to make the
system look autonomous to continuation software.
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• Boundary conditions that define a periodic orbit on the t-interval [0, 1]:
xj (0) = xj (1),

j = 1, . . . , n

t(0) = 0
• Integral conditions:
Z

(2.9)

1

x(t)ẋold (t)dt = 0

0

Z

1

(2xj (t) sin(2πkt) − akj )dt = 0 for any akj ∈ Sa

0

Z

0

1

(2.10)

(2xj (t) cos(2πkt) − bkj )dt = 0 for any bkj ∈ Sb
Z 1
f (Sa , Sb , T, KREF )dt = 0
0

Here the first condition is the standard integral phase condition [Kuz04],
where xold (t) denotes the previous point on a continuation branch, the
second and third conditions compute or fix the Fourier coefficients {akj } ∈
Sa and {bkj } ∈ Sb , and the fourth condition computes or fixes KREF
given the Fourier coefficients in Sa and Sb .
This gives us a system of n + 1 ordinary differential equations, n + 1
boundary conditions and na + nb + 2 integral conditions. Adding a standard
pseudo-arclength condition, this needs to be offset by na + nb + 3 continuation
parameters.
A basic choice for the parameters is to continue a periodic orbit in one of
the system parameters, the period T , and the na + nb + 1 values in Sa ∪ Sb ∪
{KREF }. Note that in this case these last na + nb + 1 values are effectively
measured through integral conditions, where explicit test functions such as
Z 1
akj =
(2xj (t) sin(2πkt))dt
(2.11)
0

would suffice.
However, the integral conditions become more powerful if we like to keep
something fixed: for instance, by fixing KREF and freeing up one more system parameter we can continue iso-amplitude curves. Moreover, in existing
continuation software it is easier and arguably more elegant, if a little more
computationally expensive, to stick to one full system with the same integral conditions, than to switch between test functions and equivalent integral
conditions.

Chapter

Electronic oscillators
Brief – We present reduced models of two different kinds of
electronic oscillators, that can be effectively analysed resorting
both to brute-force and continuation techniques.
Personal contribution – The material in this chapter is original and has been developed in collaboration with Prof. Angelo
Brambilla and the authors of [BBLS09] and [BLS11].
This chapter is dedicated to electronic oscillators and their analysis and how,
to some extent, their design can be aided by resorting to dynamical systems
theory and in particular to the tools described in the previous chapters.
In the first part of this chapter, we analyse an rf phase-quadrature oscillator. Our interest in this topic is due to the fact that the designer “ensured” the
phase-quadrature working condition through a suitable cross-coupled electrical connection between the two parts composing the complete oscillator, but
without giving any proof for this explanation. Through a detailed analysis
of the dynamics of this oscillator, we are able to show that device mismatch
can lead to an unexpected stable working mode where the oscillator does not
operate in a phase-quadrature condition. Here we describe only how the proposed analysis has been performed on a simplified model of the oscillator to
allow the use of software packages for numerical continuation. Detailed results
concerning the validation of the analysis of the simplified oscillator – by means
of simulations of accurate device models from a 65 nm rf technology library
that can be possibly adopted to implement on silicon the phase-quadrature
oscillator – can be found in [BBLS09].
27
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3.1. Continuation analysis of an electronic oscillator
In the second part of this chapter, we develop and analyse a nonlinear
behavioural model of a phase locked loop (PLL): the motivation for our work
lies in the fact that, despite the nonlinear nature even of the simplest versions
of PLLS, linear models are still used during the first phases of the design.
Even though the linear approximation may represent a crude approach, its
use is justified by the fact that accurate numerical simulations often require
a too large amount of CPU time, being PLLs by construction stiff circuits,
characterised by very different time scales. This aspect has triggered the need
for compact models that allow for fast and accurate numerical simulations.
In this context, we propose a nonlinear model of a type-II PLL, which (i)
considers both the switching behaviour of the phase/frequency detector and
charge pump and the complex dynamics of the voltage controlled oscillator, (ii)
is compact and can be easily implemented in modern mixed analogue/digital
simulators as a behavioural block, and (iii) allows the simulation of spurs due
to the non-linearities of both the charge pump and the fractional frequency
divider.

3.1

Continuation analysis of a phase/quadrature
electronic oscillator

In this section, we analyse the structural stability (i.e., the robustness of the
steady-state dynamical behaviour with respect to parameter variations) of a
phase-quadrature oscillator obtained by suitably cross-coupling two identical
oscillators (say, Oa and Ob ) [Tie01]. In the original paper, the circuit behaviour has been explained only from a “phenomenological” standpoint but
the phase-quadrature working condition is not ensured by any rigorous analytical approach.
The structural stability of the oscillator is analysed with respect to two
bifurcation parameters: one governing the cross-coupling between Oa and
Ob and one introducing a parameter mismatch between the oscillators. The
cross-coupling is controlled by the designer through the width of suitable pairs
of mosfets. The fabrication process mismatches many circuit parameters
and we will focus on capacitors. Mismatches can not be fully controlled by
designers: they usually perform a set of MonteCarlo analyses to ensure that
their design works properly. However, MonteCarlo analyses are very time
consuming. In this chapter, a more efficient approach is proposed. Part
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of the analysis carried out exploits in a standard way software packages for
numerical continuation (MATCONT [DGK03] and AUTO [DO09]). A second
set of results has been obtained by defining a specific boundary value problem
that is solved by using numerical continuation techniques.
Results provided by the continuation analysis of the simplified model and
circuit simulations of the realistic model (not shown here, see [BBLS09] for
details) show good agreement. In particular, one of the results of the analysis
is the identification of a synchronisation region (an “Arnol’d tongue”) in the
parameter plane. When the values of the cross-coupling and mismatch parameters identify points outside the synchronisation region, the phase-quadrature
oscillator works in a condition where Oa and Ob are neither synchronised nor
in quadrature. Furthermore, the output shows a low-frequency beat due to
the two different working periods of Oa and Ob .

3.1.1

The phase/quadrature oscillator

The circuit shown in Fig. 3.1 models a phase-quadrature oscillator working at
about 5 GHz [Tie01]. It is a redesign of a previous circuit [RRRA96] where
e0
xb p4a

p2a

e0
p1a

p3a

yb ya p4b

Ca

p2b

ya

xb

yb

La

n2a
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n4b

n2b

n1b

n3b

Figure 3.1: Schematic of the phase/quadrature oscillator, obtained by crosscoupling oscillators Oa (left) and Ob (right).
Millar’s approach [Mil34] has been exploited. In all these works it has been
shown that the phase-quadrature working condition can be met by suitably
cross-coupling two identical oscillators. In the considered circuit, the crosscoupling is realised through two pairs (n3a and n4a, p3a and p4a) of nmos
and pmos transistors, respectively, belonging to Oa . These transistors are
driven by the output voltage of Ob . The same situation applies to Ob that,
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in turn, is driven by Oa , with the driving terminals exchanged. The authors
claim that this kind of connection damps the in-phase working mode of the
phase-quadrature oscillator by draining energy from the resonator of either Oa
or Ob . Energy draining damps the amplitude of the oscillations until the oscillator is switched off; this oscillator then restarts in the quadrature condition,
which sustains oscillations. According to [Tie01], the cross-coupling coefficient is chosen by setting the widths of the cross-coupling mosfets equal to
1/3 of the other mosfets’ widths. Both the “phenomenological” explanation
and the choice of parameters have not been proved by any rigorous analytical approach, probably due to the extreme complexity of the mathematical
analysis.
It is intuitive that in a system of this complexity the number of state
variables is very high and thus the circuit may show very “rich” dynamics.
Indeed, the complete netlist contains 215 nodes, 114 capacitors (excluding
parasitic capacitances of mosfets), and 40 inductors. Nevertheless, we expect
that the main dynamical behaviours be determined by the two LC resonators
and by the oscillators’ coupling.
In the following, we propose an equivalent simplified model of the phasequadrature oscillator (shown in Fig. 3.2), which is suitable for a numerical
analysis using continuations methods. We employed simplified versions of
both mosfet models (level1 of spice [AM93]) and passive components.
For the nmos transistor, the drain/source current is modelled as follows:
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Figure 3.2: The simplified model of the phase/quadrature oscillator. Passive
elements are ideal and the mosfet model is the level1 of spice.
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ids,n (vgs , vds , K, Vt ) = u(vgs − Vt )K u(vgs − Vt − vds ) (vgs − Vt )2 − vds vds
+ [1 − u(vgs − Vt − vds )] (vgs − Vt )2 ,

(3.1)
1
W
where K = µcox
defines the maximum drain/source current, Vt is the
2
L
threshold voltage and


 1
for x > 0
u(x) =

 0
otherwise

Passive devices have been considered as ideal: more accurate models from a
submicron technology library for rf applications have not been employed to
drastically reduce the number of state variables. The quality factor of the
integrated inductors has been modelled by connecting in parallel to each inductor the conductance G. With these simplifications, we can write Kirchhoff’s
equations as follows (ia and ib are the inductor currents, xa and xb are the
node voltages for nodes xa and xb, respectively):




dxa dya


−
− ia + in1a (xa , ya ) + ip1a (xa − e0 , ya − e0 )
−C


dt
dt






+in3a (yb , ya ) + ip3a (yb − e0 , ya − e0 ) − G (xa − ya ) = 0











dxa dya


−
+ ia + in2a (ya , xa ) + ip2a (ya − e0 , xa − e0 )+
C



dt
dt






in4a (xb , xa ) + ip4a (xb − e0 , xa − e0 ) + G (xa − ya ) = 0








dia


L
− xa + y a = 0


dt




dxb dyb


−
− ib + in1b (xb , yb ) + ip1b (xb − e0 , yb − e0 )
−C



dy
dt






+in3b (xa , yb ) + ip3b (xa − e0 , yb − e0 ) − G (xb − yb ) = 0










dxb dyb



C
−
+ ib + in2b (yb , xb ) + ip2b (yb − e0 , xb − e0 )


dt
dt






+in4b (ya , xb ) + ip4b (ya − e0 , xb − e0 ) + G (xb − yb ) = 0









dib


− xb + yb = 0,
L
dt
(3.2)
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where
in1a (x, y) = in1b (x, y) = in2a (x, y) = in2b (x, y) = ids,n (x, y, Kn , Vtn )
ip1a (x, y) = ip1b (x, y) = ip2a (x, y) = ip2b (x, y) = ids,p (x, y, Kp , Vtp )
in3a (x, y) = in3b (x, y) = in4a (x, y) = in4b (x, y) = ids,n (x, y, αKn , Vtn )
ip3a (x, y) = ip3b (x, y) = ip4a (x, y) = ip4b (x, y) = ids,p (x, y, αKp , Vtp )
with Kn = 100 µAV −2 , Vtn = 0.5 V, Kp = −100 µAV −2 , Vtp = −0.5 V and
L = 2 nH, C = 0.126 pF, e0 = 3.3 V.
By algebraic handling of equations (3.2) and by defining Vn = xn − yn , n =
{a, b}, we obtain



in1a (xa , xa − Va ) + ip1a (xa − e0 , xa − Va − e0 )








+in3a (xb − Vb , xa − Va ) + ip3a (xb − Vb − e0 , xa − Va − e0 )







+in2a (xa − Va , xa ) + ip2a (xa − Va − e0 , xa − e0 )








+in4a (xb , xa ) + ip4a (xb − e0 , xa − e0 ) = 0




























(3.3)

in1b (xb , xb − Vb ) + ip1b (xb − e0 , xb − Vb − e0 )

+in3b (xa , xb − Vb ) + ip3b (xa − e0 , xb − Vb − e0 )
+in2b (xb − Vb , xb ) + ip2b (xb − Vb − e0 , xb − e0 )
+in4b (xa − Va , xb ) + ip4b (xa − Va − e0 , xb − e0 ) = 0

whose solutions are the node voltages xa and xb . Therefore, the equations
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employed to perform the continuation analysis are

dVa


− ia + in1a (xa , ya ) + ip1a (xa − e0 , ya − e0 )
−C


dt






+in3a (yb , ya ) + ip3a (yb − e0 , ya − e0 ) − GVa








dia


L
− Va


dt


dVb


+ ib + in1b (xb , yb ) + ip1b (xb − e0 , yb − e0 )
−C



dt





+in3b (xa , yb ) − ip3b (xa − e0 , yb − e0 ) − GVb









dib

L
− Vb
dt
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= 0
= 0
(3.4)

= 0
= 0.

Before describing the analysis and the obtained results, some remarks are
mandatory. As stated above, the two implemented oscillators Oa and Ob are
not identical: for example, uncertainties in the fabrication process and parasitics introduce mismatches between the values of the capacitors/inductors
composing the resonant circuit. In the simplified model, the two resonant capacitors have been mismatched by introducing the parameter ǫ: Ca = C and
Cb = (1 + ǫ)C.
Another circuit parameter of a certain interest is the size of the transistors
making up the cross-coupling circuit. The width of these transistors is equal to
1/3 of those composing the LC-tank oscillator, [Tie01] but without providing
any justification. In the following, we shall refer to this ratio as the coupling
parameter α.

3.1.2

Results of the analysis

To evaluate the structural stability of the oscillator dynamics with respect to
variations of one or both of the chosen bifurcation parameters, we focused
on two targets: (i) robustness of the quadrature behaviour with respect to
the capacitors’ mismatch and (ii) identification of the region corresponding to
quadrature behaviour on the (α, ǫ) plane. This kind of analysis provides the
designer with some elements to ensure a correct behaviour of the oscillator. Of
course, one can change the bifurcation parameters and carry out an analysis
more tailored to specific design interests.

3.1. Continuation analysis of an electronic oscillator
By normalising the oscillation period, the quadrature condition used in
the continuation analysis is expressed as
Z 1
Va Vb dt
(3.5)
φ=
0

Equation (3.5) shows that φ = 0 when the oscillator works in the quadrature
condition.
Analysis with varying ǫ
To start with, we set the coupling coefficient to α = 0.05 and analyse the
oscillator behaviour with respect to the capacitors’ mismatch. To this end,
we start from a stable periodic solution numerically obtained for ǫ = 0 (no
mismatch) and we continue it by varying ǫ. Figure 3.3 (left panel) shows the
value of φ versus ǫ. Of course, we have symmetry with respect to the axes ǫ = 0
and φ = 0: perfect quadrature between Va and Vb is achieved only in the centre
of the “eight-shaped” curve (i.e., in this point the phase mismatch between
Va and Vb is exactly π/2). Indeed, as φ is no longer equal to 0, a perfect
quadrature working condition is lost and the phase mismatch between Va and
Vb is equal to |φ|. Along the “eight-shaped” curve, Va and Vb are synchronised
(i.e., share the same frequency and amplitude, but not the same phase) on a
limit cycle. Along the solid part of the curve the limit cycle is stable, whereas
along the dashed portions it is unstable. For values of ǫ that lie outside
the “eight-shaped” curve, the oscillators Oa and Ob show different working
periods, which yield a “low-frequency” beat (i.e., , a low-frequency amplitude
modulation) in the outputs of the phase-quadrature oscillator. Therefore, Va
and Vb are no longer synchronised and they correspond to a stable torus. This
suggests the presence of an “Arnol’d tongue” [PRK01], whose presence will
be commented on in the following.
Figure 3.3 (left panel) points out the presence of fold of cycles bifurcations
(at the labels LPC), where the stable cycle (solid line) collides with an unstable
cycle (dashed line). Owing to the system symmetries, we can conclude that
we have only one stable solution.
By fixing the coupling coefficient to different values, we obtain very similar
results, the only significant change being the width of the obtained “eight”,
as shown in Fig. 3.3 (right panel).
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Figure 3.3: Continuation with respect to ǫ of a cycle for α = 0.05 (left panel),
α = 0.05 (right panel, black curve) and α = 0.95 (right panel, grey curve).

Analysis in the (ǫ, α) plane
By continuing the fold of cycles bifurcations described in the previous section,
we obtain the Arnol’d tongue partially shown in Fig. 3.41 ; inside the tongue
the oscillator works in an approximate quadrature condition with different
relative phases (different φ), whereas outside of the tongue the quadrature
condition is completely lost and the presence of a torus can be observed.
Analysis in the (α, f, C) space
Once we have obtained, by varying ǫ and for a given pair (α, C), a satisfying
value of φ, we can obtain by continuation the locus of points with the same
value of φ in the parameter space spanned by (α, f, C). By doing so, a designer
is quite simply able to locate the combinations of cross-coupling, working
frequency, and capacitance ensuring a correct behaviour of the oscillator.
In order to obtain the curves reported in Fig. 3.5, it is necessary to define
a proper boundary value problem (BVP). Once we have obtained, by varying
ǫ and for a given pair (α, C), a limit cycle characterised by a satisfying value
of φ, this can be used as a starting solution for the BVP and can be continued
1

The computation of Arnol’d tongues tips may be critical [SP07] and is out of the scopes
of this work.
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Figure 3.4: Arnol’d tongue (grey region) obtained by continuing two fold of
cycles bifurcations (labels LPC in Fig. 3.3).
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Figure 3.5: Loci of points with the same value of φ in the parameter space
(α, f, C) (left panel). Projections of the loci on the plane (α, f ).

in three parameters by resorting to AUTO. The BVP is defined by the N = 4
state equations (normalised by the oscillation period T = f1 ) governing the
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oscillator dynamics


dVa



= T F1 (Va , ia , Vb , ib )


dt




 dia = T F2 (Va , ia , Vb , ib )
dt
(3.6)
dV

b


= T F3 (Va , ia , Vb , ib )


dt


 dia


= T F4 (Va , ia , Vb , ib )
dt
with four periodic boundary conditions for the state variables (BCN D = 4)




Va (0) = Va (1)






 ia (0) = ia (1)
(3.7)


 Vb (0) = Vb (1)






 ib (0) = ib (1)

and two integral conditions (ICN D = 2): the standard integral phase condition adopted in limit cycle continuations [Kuz04] and the quadrature condition
(3.5). Then, the number of free parameters (BCN D+ICN D-N +1) is 3, corresponding to the period T and two system parameters, i.e., α and C.

3.2

Nonlinear behavioural model of charge pump
PLLs

Phase-Locked Loops (PLLs) based on phase/frequency detectors (PFD) and
charge pumps (CP) have been widely used in recent years in a large number
of consumer radio-frequency (RF) applications and a considerable number
of books (e.g., [Gar05, Vau02, LLS07, Raz03]) and papers (e.g., [EC90, EC89,
EC88, EABF08, HHLB99, Wan05, YY08, Gar80, HBMM04, BDDT+ 08, Per02b,
Per02a, HBK06, SSC04] and references therein) have been published on this
subject. PLLs are inherently nonlinear circuits, clocked by an external reference signal: the dynamic behaviour that drives the PLL to switch from a
pulling to a locking working condition, the fact that the PLL must remain
locked against suitable frequency variations of the reference signal, and the
determination of the effects due to possible spurs introduced by the CP and by
a fractional frequency divider (FD) [HBK06, SFB05, PJG04] are key aspects
of the PLL design. Detailed numerical simulations, for example at transistor
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level with parasitic elements, can be hardly performed due to the large difference between the period of the reference signal and that of the fundamental
frequency generated by the local voltage controlled oscillator (VCO). Furthermore, steady-state algorithms can not be applied mainly due to the fast
switching behaviour of the PFD. This can require unacceptable CPU times for
transient analysis that can become even longer if, for example, more refined
analyses – such as the Monte Carlo one, including layout parasitics – are performed to take into account the variability in the realisation process on silicon.
This drawback has triggered and still motivates the development of compact
PLL models that speed up simulations. Quite a large number of approaches
to develop accurate and reliable PLL models have been presented in literature
(for example, see [BDDT+ 08,SFB05,Per02b,Per02a,HBK06,PJG04, SSC04]).
These models have been implemented and developed in different environments
ranging from Matlab and Simulink to verilog, vhdl and C/C++ programming languages.
From a numerical standpoint, a compromise between an accurate transistorlevel nonlinear model and the proposed fast ones is offered by analogue/digital
simulation environments, where both PFD and FD can be adequately modelled as digital blocks through a hardware description language, such as vhdl
or verilog, and the CP and VCO can be modelled, for example, at transistor level. To further speed up simulations a full-digital approach has been
employed in [SFB05].
In a large number of behavioural models, the VCO is a block whose relationship between the working frequency and the driving signal is an algebraic
function. This means that the VCO instantaneously reacts to variations of
the driving signal. The frequency of the VCO output waveform is divided by
a (rational) number N in the (fractional) FD and applied to the PFD. No
delay in the frequency division is considered.
In this section, we propose a compact behavioural model of the PLL allowing for fast mixed-signal numerical analysis. The proposed model has been
implemented both in C++ (for maximum performance) or in an analogue/digital simulation environment (for more flexibility and configurability). We use
a model of the PFD/CP capturing the time-varying switching nature of the
current injected by the CP [HHLB99, HBMM04]. This model can take into
account current mismatches and generation of spurs in the spectrum of the
output waveform due to the non-linearities of both the charge pump and the
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fractional frequency divider.
To test the proposed model and give some insights into the complex dynamics of the PLL and into how model parameters can be fitted, we perform
numerical simulations by using the previously mentioned simulation tools. In
this framework, we show how to identify some model parameters and how
they affect the behaviour of the whole PLL.

3.2.1

A behavioural PLL model suitable for extensive
simulations

The high-level schematic of the PLL we consider is shown in Fig. 3.6 [HBMM04,
Wan05]. It is composed of the following blocks:

vpd

Figure 3.6: Schematic of the simplified version of a PLL.

• a digital PFD, made up of the D-type flip-flops FFu and FFd and the And
port that resets the flip-flops. The And port supplies its output with a
delay τd ∈ R+ ;
• the CP, modelled by the voltage-controlled current sources Au and Ad
and an output filter composed of the C0 , C1 and R1 elements. The Au
and Ad current generators can be described by nonlinear characteristics.
A more complex transistor-based model of the CP can be used, as the
working frequency of the CP is low;
• a voltage controlled oscillator;
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• a digital integer or fractional frequency divider: we denote the division
factor as N ∈ R+ .
PFD/CP models
The CP model is described by the following equation, together with a state
machine and combinatorial equations describing the behaviour of the switching
flip-flop outputs Zu (t) and Zd (t):
icp (t) = Zu (t)Au − Zd (t)Ad,

(3.8)

where icp (t) is the current generated by CP and Zu (t) and Zd (t) are the square
waveforms generated by PFD.
A novel parametric VCO model
In any VCO, frequency variation is characterised by a certain dynamics; therefore a VCO model can be described in polar coordinates [Cor01, BGR+ 10,
BGRSG10] by the following equations:


dρ


= κ0 (ρ0 − ρ + Kρ vw )


dt




dΦvco
(3.9)
= ω0 [1 + αvw Kvco (vw ) + (1 − α) Kap (ρ − ρap )]

dt







 K (v ) = K a + K b v + K c v 2
vco

w

vco

vco w

vco w

where: ω0 = 2πf0 is the free running angular frequency of the VCO (for vw =
0); ρ0 ∈ ℜ+ is the magnitude of the steady-state waveform for vw = 0; ρap ∈
ℜ+ is an offset; Kρ defines the dependency of the ρ magnitude of the steadystate waveform on the vw VCO driving signal; κ0 ∈ ℜ+ governs the “variation
a , Kb , Kc
speed” of the oscillation magnitude; Kvco
vco
vco ∈ ℜ relate, through
the third-order polynomial vw Kvco (vw ), the working angular frequency of the
VCO (dΦvco /dt = ωo ) to the driving voltage vw ; Kap ∈ ℜ+ determines the
amount of oscillation magnitude to frequency conversion and in some way
resembles the effect of the AM-to-PM conversion [LLS07].
The VCO model in Eq. (3.9) generates a pure sinusoid (single tone with no
a ,
harmonics) whose oscillation frequency is varied by acting on vw . The Kvco
c
b
coefficients take into account that the gain of a real VCO is
and Kvco
Kvco
not constant but depends on the magnitude of the driving voltage. As will
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be shown in the examples of Sec. 3.2.3, the variable gain of the VCO can be
adequately modelled by the third-order polynomial vw Kvco (vw ). Parameters
a , K b , K c , and K
Kρ , Kvco
ap govern the behaviour of the VCO: if Kρ =
vco
vco
0, at steady-state there is (only) an instantaneous variation of the working
b
c
frequency with respect to a variation of vw . If Kap = 0 and Kvco
= Kvco
=0
(and α = 1), the second equation of system (3.9) reduces to the linear case.In
the case Kρ , Kap 6= 0 a variation of vw causes a variation of the final magnitude
of the generated sinusoid, which in turn causes a variation of the oscillation
frequency fo of the VCO. The coefficient α ∈ [0, 1] allows one to “sweep” from
a pure integral relation between vw and the VCO working frequency (α = 0),
to a pure algebraic one.
In Sec. 3.2.3 the stability properties of a PLL are studied versus the α
parameter. To make the implementation of (3.9) easier as an electrical macromodel in a circuit simulator, equation (3.9) has been recast in Cartesian coordinates as


ρ0 + Kρ vw − γ
1 dx


=
κ0 x − [1 + (1 − α) Kap ·


ω
dt
γω0

 0
i




a
b
c
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y
K
+
K
v
+
K
v
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(3.10)


ρ0 + Kρ vw − γ
1 dy


=
κ0 y + [1 + (1 − α) Kap ·


ω0 dt
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where γ =

p

x2 + y 2 .
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The complete PLL model
After some algebraic handling, from (3.10) and the CP equations, we obtain
the proposed PLL model:
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The first equation in System (3.11) models saturation of the CP output voltage: VL ∈ ℜ and VH ∈ ℜ (with VL < VH ) define the lower and upper saturation
levels, respectively.
The N (t) : ℜ → Γ ⊂ ℜ+ function in the fourth equation of (3.11) models
the frequency divider. In the case of an integer divider connected to the
output of the VCO, the N (t) term is constant and Γ ≡ N. In the case of
a fractional FD, two different models can be implemented: in the first and
simpler model, N (t) is the constant rational number representing the dividing
fraction. This model does not take into account the generation of spurs in the
spectrum of the output waveform of the PLL caused by repetition sequences
in the fractional FD, implemented as a weighted sum of integer divisions. In
the second and more accurate model, Γ = {d1 , d2 , . . . , dn } ⊂ N represents the
sequence of frequency divisions operated to obtain the desired fraction.
Model (3.11) falls in the class of behavioural ones and has the target of
speeding up the numerical simulations of a PLL during the design phase with
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an acceptable accuracy, as shown in section 3.2.3. The proposed model can
reproduce quite accurately not only the PLL dynamics after locking has occurred, but also the transient behaviour of the PLL that precedes locking.
The model parameters can be fitted to experimental data, either measured
from a given oscillator or generated by using accurate mixed analogue/digital
circuit simulations of the building blocks, as shown in section 3.2.3.

3.2.2

Tools for the numerical analysis

As anticipated previously, we use two simulation environments to numerically analyse the PLL shown in Fig. 3.6: the first one is a general-purpose
mixed analogue/digital circuit simulator (pan2 ), whereas the second one is
part of the library bal. In particular, we have developed the class balPLL,
inherited from balDynamicalSystem (see Chapter 2 for a detailed description
of this class), which implements the switch system described by the system
(3.11): as a consequence, the simulator is simply a Python script that uses
four kinds of objects, namely balPLL, balParameters, balODESolver and
balBifurcationDiagram, which in turn incapsulates the ODE solver3 . To
perform extensive simulations, like those required for computing the locking
region of the PLL as a function of some parameters, the usage of bal is more
suited: its C++ core allows us to efficiently vary the parameters of the model
and perform numerical integration. On the other hand, pan is more suited
for the simulation of PLL versions using realistic VCOs. The bridge between
these two approaches lies in the fact that the analysis of simplified models can
give insight into the behaviours of more complex ones. In bal the PLL is described as a hybrid system switching between 4 subsystems: thus, we have to
manage events inducing switches during the numerical integrations. In other
words, the simulator is based on an event-driven approach as in [HHLB99].
The events inducing switches (switching conditions) between subsystems are
the following:



SC1 : t − nTref = 0


(3.12)
SC2 : t − trefd = 0



SC3 : t − (treset + τ + dt) = 0,
d
2

Our simulator pan runs under Linux operating systems and is freely available at
http://brambilla.ws.dei.polimi.it.
3
In the version of bal freely available at http://sourceforge.net/projects/biflib,
configuration files are included that can be used to reproduce the results obtained in this
chapter.
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where trefd is the instant at which a rising edge of the output of the frequency
divider occurs, treset is the time at which the outputs of the flip-flops are
both 1, dt = 1 ns is the duration of the falling edge of the outputs of the
flip-flops and τd takes into account the delay in the output of the And port.
In our simulations, τd is always set to 0, except when studying the effects of
mismatches in the CP: in this case, τd = 100 ns.
The changes of Zu and Zd when an event occurs are as follows:



Zu = 1 if t − nTref = 0




Z = 1 if t − t
d
refd = 0
(3.13)


Z
=
0
and
Z
=
0
if
t
−
(t
+
τ
+
dt)
=
0
u
reset
d
d




treset = t if Zu = 1 and Z = 1
d

The switching hybrid system is described in Fig. 3.7. In our framework, the

S C 2

( 0 ,1 )
S C 1

( 0 ,0 )

S C 3

( 1 ,1 )

S C 1

( 1 ,0 )
S C 2

Figure 3.7: Switching flow diagram describing the PLL behaviour. The four
subsystems are labelled by the corresponding pairs (Zu ,Zd ).
frequency divider is modelled as a counter, whose output is a square wave with
a period that is N times greater than that of the VCO: this means that when
the block divides the frequency by N , every N cycles of the state variables
x and y of Eq. (3.10) the output of the frequency divider has a rising edge.
Obviously, N is allowed to vary during the simulation, i.e., it is possible to
simulate fractional division factors.

3.2.3

Results

In all the results presented here, we use an archetype PLL designed following
the guidelines described in [LLS07]. The specifications of the PLL are the
following:
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• minimum output step 500 kHz;
• output central frequency f0 = 2.4 GHz;
• settling time for 0.1 ppm ts = 0.2 ms
• power supply ±3V.
We choose fref = 1 MHz and assume that the versions of the VCO are charLIN =
acterised by a frequency versus driving voltage linear gain equal to Kvco
30 MHz V−1 .
The first set of results is concerned with the identification of the model parameters, starting from experimental data or from specific circuit simulations
at transistor level. We will then concentrate on how other parameters and a
non-instantaneous frequency response of the VCO influence the behaviour of
the model. Finally, we will discuss the effects due to the introduction of a
fractional divider and to mismatches in the current injected by CP.
Identification of VCO parameters
We describe how to find the VCO parameters in a real-world case study, which
we refer to as bjt-vco: another case study, concerning a VCO realised in a
CMOS technology, is described in [BLS11]. bjt-vco has been realised on silicon and a detailed description of its characteristics can be found in [SLVZ98].
As is common practise, we adopt the linear model described in [LLS07] to
determine the parameters of the PLL and thus neglect for example the dependence of the VCO gain on the driving voltage vw , the VCO dynamics, the delay
introduced by the frequency divider and the non-linearities of the PFD/CP.
An adequate phase margin is obtained by choosing the current injected by
the charge pump Au = Ad = 800 µA (no current mismatch) and the parameter values of the low pass filter C0 = 0.85 nF, C1 = 6 nF and R1 = 7.4 kΩ.
The other parameters specific of the VCO model in (3.11) have been derived
by fitting the electrical characteristics of bjt-vco through optimisation and
suitable numerical simulations.
The schematic of bjt-vco is shown in Fig. 3.8: it implements an LC-tuned
voltage-controlled oscillator. The total number of equations in the Modified
Nodal Analysis formulation is 37, counting those generated by internal nodes
of element models. The working frequency is varied by acting on the reverse
voltage of the D1 and D2 varicaps through the Vw terminal. This terminal
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Figure 3.8: Schematic of the bjt-vco voltage controlled oscillator. L1 =
L2 = 680 × 1.7 pH, C1 = C2 = 14 pF, Cb1 = Cb2 = 1 pF, Ce = 0.1502 pF,
Rd1 = Rd2 = 4.993 kΩ, Rb1 = Rb2 = 1.993 kΩ, Re = 50 Ω, Rt = 1060 Ω.

is connected to the VCO input node in the circuit shown in Fig. 3.6. The
working frequency versus the vw tuning voltage and the Kvco (vw ) gain of this
oscillator have been simulated with pan. The obtained results are shown in
the left and central panels of Fig. 3.9.
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Figure 3.9: bjt-vco: working frequency (left panel) and gain (central panel)
versus the tuning voltage vw , and working frequency versus time (right panel)
when vw undergoes a step variation from 100 mV to 1.2 V.
We note that the central frequency (which has been changed with respect
to the original design) is at 2.316 GHz and corresponds to a tuning voltage
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vw = 5 V; the tuning range extends from about 2.1 GHz (vw = VL = 2 V)
up to 2.45 GHz (vw = VH = 8 V). The central panel of Fig. 3.9 shows
that Kvco (vw ) is not constant in the tuning range; it varies from a minimum of about 2π × 40 MHz V−1 to 2π × 100 MHz V−1 . A non constant
Kvco (vw ) impacts on the loop gain of the linear model of the PLL and can lead
dω
to instability. The parameter Kvco (vw ) =
has been computed through
dvw
a battery of steady-state analyses based on the harmonic balance method,
each performed with a different value of vw [VS83]. We then fitted the proa
posed model to the Kvco (vw ) characteristic obtaining Kvco
= 4.1082 × 10−4 ,
c
b
= 0.045749, with α = 0.5. To have some in= −3.9562 × 10−3 and Kvco
Kvco
sights into the dynamics of this oscillator with respect to a variation of vw , we
applied a step variation of −3 V to the nominal value of vw (t) and computed
the working frequency per working cycle by performing a conventional time
domain analysis. The current working period of the oscillator is estimated as
the time difference between two consecutive maxima of a pseudo-state variable.4 The right panel of Fig. 3.9 shows that when the step variation of vw (t)
is applied there is a sudden variation of the working frequency followed by a
slow varying behaviour until the working frequency sets to its final value, after
about 1200 cycles, i.e., in about 0.5 µs. This means that there is a dependence
of the working frequency on the integral of vw . We investigated this behaviour
and found that it is caused by the Rd1 , Rd2 and C1 , C2 elements used to uncouple the varicaps from the rest of the circuit. When vw (t) varies, there is
a fast charge/discharge of the varicaps and of the C1 and C2 capacitors that
causes an instantaneous variation of the oscillator working frequency. The
voltages across C1 and C2 and the varicaps then undergo a variation due to
the slow charging/discharging phase through the Rd1 and Rd2 resistors. This
variation is responsible for the slow frequency variation shown in the right
panel of Fig. 3.9.
Through parameters fitting of the proposed model, we obtained Kap =
3.4527 × 10−3 , ρap = ρ0 = 3, Kρ = 0.8 and κ0 = 108 . Figure 3.10 shows the
locking region obtained by simulating the PLL with shss for α = 0.5 and
different values of fref . This result matches very well simulations performed
with pan by using accurate device models. The dots in Fig. 3.10 represent
values of fref for which simulations were actually performed: each simulation
4

We use the term pseudo-state variable since pan employs the Modified Nodal Analysis
formulation.
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takes less than 2 minutes on a modern computer when carried out with shss
, whereas it would take several hours to perform the same simulation with
accurate device models, making it practically impossible to obtain a plot with
the same information as that in Fig. 3.10.
8
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Figure 3.10: Analysis of locking for α = 0.5 and different values of fref . The
dots highlight the values of fref for which simulations were actually performed.

Effects of other model parameters
The results presented in the previous subsections have mainly exploited the
part of the proposed PLL model related to the VCO and thus allowed us to
test only a portion of the model. We have partly neglected the effects due to a
non-instantaneous frequency variation of the VCO with respect to the driving
signal; we have neglected the spurs introduced by a fractional divider and by
a possible current mismatch of the CP. To have more insight on these features
of the proposed model, in the sequel we consider (i) a simple fractional divider
and (ii) introduce mismatch in the CP current and the τd delay in the And port
shown in Fig. 3.6. The values of parameters have been modified to evidence
these effects.
Effects of non-instantaneous VCO frequency response
To show the effects due to the break of the assumption of instantaneous variation of the VCO working frequency with respect to a variation of the driving
signal vw , we choose the following parameter set: κ0 = 100 kHz, Kρ = 0.5,
a
b
c
Kvco
= Kvco /ω0 V−1 , Kvco
= 0 V−2 , Kvco
= 0 V−3 , ρap = 0, ρ = 3 and
Kap = Kvco /(3ω0 ) V−1 , with α = 0.2 where the key role is played by Kap
and α. The obtained vw tuning voltage waveforms are shown in Fig. 3.11
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(lower panel). In this case, the PLL no longer works correctly and after only
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Figure 3.11: Signals vw obtained by shss (black curve) and pan (light grey
curve) for Kρ = Kap = 0, ρap = 0 (upper panel) and by shss for Kρ = 0.5
and Kap = Kvco /(3ω0 ), ρap = 0 (lower panel).
about 90 µs the tuning voltage saturates at the lower allowed value. This behaviour can be roughly justified by noticing that the equation that governs
the variation of the output frequency of the VCO, in the extreme case of α = 0
dΦvco
on the integral of vw . By considering the
determines a dependence of
dt
linear model of the PLL, this introduces a second pole in the loop gain of the
linear model, which is not compensated by the CP output filter in Fig. 3.6
and this leads to an “unstable” operation of the PLL.
To give better insight into the possible impact of the dynamical behaviour
of the VCO on the performance of the PLL, we performed, through shss ,
a brute-force bifurcation analysis by varying the value of the α parameter
and the value of the reference frequency. The obtained results are shown in
Fig. 3.12: the grey region corresponds to locking of the PLL. It is evident that
the width of the PLL locking region strongly depends on the value of α, i.e.,
on the dynamical behaviour of the VCO polar model and on the value of fref
that does not appear in the linear model but is a parameter of Eq. (3.11). In
particular, the faster the settling of the VCO frequency, the wider the locking
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Figure 3.12: The locking region of the PLL based on the VCO polar model.

region.
Effects of the fractional divider
In the previous simulations the integer division factor N = 2400 has been
used; now we assume to be interested in the simulation of the spurs introduced by the fractional divider that divides by N = 2400 + 1/2. This division
factor has been obtained through an integer counter that subsequently divides
by 2400 and 2401. We have performed suitable time domain simulations with
pan and shss to reach a steady-state operation of the PLL and computed the
spectrum of vw (t) and of the x(t) signal at the output of the VCO through
a DFT characterised by a fundamental frequency of 100 kHz and 65536 samples. The spectrum of vw (t) is shown in the upper panel of Fig. 3.13. The
spikes introduced by the fractional divider are clearly visible at 500 kHz and
at odd multiples. The lower panel of Fig. 3.13 shows the spectrum of the x(t)
output waveform generated by the VCO. The working frequency of the VCO
is correctly 2400.5 MHz.
We point out that accurate spectra of the waveform can be computed only
when the PLL operates on a limit cycle. This limit cycle can be hardly determined (we dare say that it can not be determined) by conventional steadystate analysis such as the shooting method and the harmonic balance one,
implemented for example in the commercial tools spectre and eldo. These
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Figure 3.13: The spectra of the vw (t) (upper panel) and x(t) (lower panel)
when the fractional divider that in average divides by 2400.5 is employed.
Spurs in the spectrum located at offset frequencies that are odd multiples of
500 kHz are visible.

methods can not be applied since to speed up simulation some blocks are digitally modelled and this introduces discontinuities in the vector field that can
not be handled by the aforementioned methods (the user experiences convergence failures or inaccurate results) [BGG10]. Therefore we have to resort to
conventional time domain analysis (tran) to simulate the start up phase of
the PLL until steady-state has been reached. Efficient models can help speed
up the simulation. An interesting approach that exploits both the harmonic
balance and time domain approaches and that tries to solve some of these
drawbacks is described in [SSC04].

3.3. Conclusions
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Effects of CP current mismatch
To simulate the effects introduced by the mismatch in the current injected by
the CP we set fup = 800 µA, fdw = 1.1fup and τd = 100 ns. The τd 6= 0 delay
time of the And port has been implemented both in the C++ simulator and
in pan (with verilog code). The obtained spectrum of x(t) is shown in Fig.
3.14. Spikes located at multiples of fref = 1 MHz are visible; they are caused
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Figure 3.14: Effect of current mismatches in the CP on the spectrum of x(t).
by the current injected by the CP that modulates the vw controlling voltage
of the VCO.

3.3

Conclusions

In this chapter we have discussed how dynamical systems theory can be successfully applied to the study of electronic oscillators. In particular, we have
focused on two different but complementary numerical techniques: in Sec. 3.1
we have shown through a case study that continuation techniques can be useful both for the analysis and the design of electronic oscillators, even if quite
complex. The considered phase-quadrature oscillator has been modelled by a
simplified set of equations and then analysed through numerical continuation.
We remark once again that the results proposed here have been qualitatively
confirmed in [BBLS09] by simulations with accurate models of a 65 nm rf
technology.

3.3. Conclusions
In Sec. 3.2 we have presented a novel behavioural model of a charge-pump
phase locked loop that can be easily fitted to real-world PLL configurations
and that is suitable for extensive numerical simulations. In the model development phase we have employed concepts from the theory of dynamical systems
to take into account (i) the switching nature of the phase/frequency detector
and of the charge pump, (ii) the dynamical behaviour of the VCO and (iii)
the nonlinear relationship between the VCO working frequency and its driving voltage. Simulations have been mainly performed at the behavioural level
and so they are efficient enough to be employed in a wide variety of applications. The behavioural models are calibrated from circuit level simulations of
the various blocks forming the PLL. This approach is flexible and allows the
simulation of the spurs introduced by current mismatch of the charge pump
and by the usage of a fractional divider.
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Chapter

Period adding in the HR neuron
model
Brief – A detailed bifurcation analysis of the HR neuron
model is presented, to explain the phenomenon known as period adding, which is an interesting feature of the model and
of neurons in general.
Personal contribution – The material presented in this
chapter is original. The last part of the chapter has been
developed by the author under the supervision of Prof. Alan
Champneys.
In this chapter we perform an in-depth bifurcation analysis of the HindmarshRose neuron model: our primary interest is to understand which bifurcations
regulate the smooth transition from tonic spiking to bursting that can be
observed in the model. At the end of the chapter, we will show that other
neuron models display a qualitatively similar bifurcation structure.
As shown in Fig. 4.1, real neurons show a variety of dynamical behaviours,
according to the values of biophysical parameters [Izh00]. Among the most
important ones, we may find:
A Quiescence: the input to the neuron is below a certain threshold and
the output reaches stationary regime.
B Regular spiking: the output is made up of a regular series of equally
spaced spikes.
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Figure 4.1: Typical neuronal behaviours: panels A-D show, respectively, quiescence, spiking, bursting and irregular spiking. The vertical axis represents
the membrane potential of the neuron.

C Bursting: the output is made up of groups of two or more spikes separated by periods of inactivity.
D Irregular spiking: the output is made up of an aperiodic series of spikes.
The HR model is able to reproduce all these dynamical behaviours and has
been analysed in the past, with respect to one or two bifurcation parameters,
by various authors [Ter91, Ter92, Wan93, BBCJM00, GM03, Gon07, IMGT07,
SK08, SLDL08, IG09]. In the bifurcation analysis carried out in the cited
references, particular attention has been devoted to studying the transitions
between stable bursting solutions and continuous spiking regimes and between
irregular spiking and irregular bursting.
As already mentioned in Chapter 2, the HR model is described by the
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following set of ODEs:




ẋ = y − x3 + bx2 + I − z



ẏ = 1 − 5x2 − y





 ż = µ(s(x − xrest ) − z)

(4.1)

The roles played by the system parameters are the following: I mimics the
membrane input current for biological neurons; b allows one to switch between
bursting and spiking behaviours and to control the spiking frequency; µ controls the speed of variation of the slow variable z in (4.1) (i.e., the efficiency
of the slow channels in exchanging ions) and, in the presence of spiking behaviours, it governs the spiking frequency, whereas in the case of bursting, it
affects the number of spikes per burst; s governs adaptation: a unitary value
of s determines spiking behaviour without accommodation and subthreshold
adaptation, whereas values around s = 4 (which is the value we shall use in
the following, unless otherwise noted) give strong accommodation and subthreshold overshoot, or even oscillations; xrest sets the resting potential of the
system: this last parameter is usually set to −1.6.
In the rest of this chapter, we will first discuss briefly the bifurcation
structure of the HR model and then we will focus on analysing the period
adding mechanism and the related bifurcations that regulate the transitions
between regular spiking behaviour and bursting regimes.

4.1

Bifurcation scenario at a glance

The purpose of this section is to introduce the reader to the bifurcation structure of the HR model: since most of what is needed for subsequent reasoning
has already been presented in [SLDL08], here we will just show a brute force
bifurcation diagram in the parameter plane (b, I). The reader interested in
a more complete bifurcation analysis (also based on continuation methods)
on this and other parameter planes – and in a discussion about a piecewiselinear approximation of the model’s equations – is referred to [SLDL08] and
references therein.
The bifurcation diagram shown in Fig. 4.2 points out that the HR model is
able to reproduce all the aforementioned dynamical behaviours: in particular,
the colour code is as follows.
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Figure 4.2: Brute force bifurcation diagram of the HR model in the plane
(b, I). The meaning of colours is explained in the text.

cyan represents quiescence.
green is for spiking, with darker tones corresponding to a higher steady-state
firing frequency.
yellow-red are used for bursting: more specifically, yellow changes to red as the
number of spikes per burst increases.
black represents irregular spiking, which, from a dynamical systems’ point of
view, is a chaotic behaviour.
The presence of regions admitting coexisting asymptotic behaviours cannot
be directly inferred from the colours.
The “richest” area – in terms of bifurcation analysis – of the diagram in
Fig. 4.2 is the box b ∈ [2.5, 3.2], I ∈ [2, 4.5], where we can observe not only the
“hook”-shaped regions but also a smooth increase in the number of spikes per
burst. Indeed, we shall see in the following that these two features are tightly
related to each other, and in particular we shall discuss how codimension-2
points act as organising centres for the curves that regulate the bifurcation
scenario.
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Period adding

One of the peculiar features of the HR model is the so-called period adding
mechanism: this means that it is possible, by changing one parameter, to
smoothly change the behaviour of the system, from spiking to bursting with
increasing number of spikes per bursts, as shown in Fig. 4.3. In the HR model,
changing the parameter b allows to observe this transition: to some extent,
also changing the injected current I leads to period adding, but also with
increasing frequency of the bursts. Moreover, we want to stress that other
combinations of parameters – e.g., µ and I – lead to very similar results.

A

B

C

D

30 mV
1 ms

Figure 4.3: Qualitative example of period adding in a biophysically realistic
neuron model. Panel A shows spiking, while panels B-D display bursting with
2, 3 and 28 spikes per burst, respectively. Note that the transition from A to
D is obtained by varying one single parameter and all intermediate numbers
of spikes per burst from 4 to 27 can also be observed.
In this section, we will give two explanations of the phenomenon: first, we
will use a traditional slow-fast analysis of the system to obtain a qualitative
understanding and then we will perform a continuation analysis to quantitatively show what bifurcations regulate the mechanism of period adding.

4.2. Period adding

4.2.1

Slow-fast analysis

One of the most used approaches to the analysis of neuron models is the socalled slow-fast analysis [SC05, SCC05, SK08]. It consists in separating the
model in two or more ODE subsets, corresponding to parts of the neuron
that operate on different time scales, for example membrane voltage and fast
currents on the one hand and slow currents and calcium dynamics on the other
hand. In the HR model, the parameter µ is usually in the range [0.01, 0.001]
and this makes the equation for z slow if compared to the equations for x
and y. Therefore, we will start by analysing the fast subsystem given by the
equations


 ẋ = y − x3 + bx2 + I − z
(4.2)

 ẏ = 1 − 5x2 − y.

Here, we have two out of the five initial parameters (b and I), but we also
note the presence of z, which can be considered constant and therefore must
be treated as a parameter. As a consequence, we can perform a bifurcation
analysis of system (4.2) by varying z and keeping b and I fixed (in this example, at 2.6 and 2 respectively).
The result is reported in Fig. 4.4A: the analysis was performed by continuing
for decreasing values of z the equilibrium point found at z = 3.5. The equilibrium, which is stable (green branch in the bottom part of panel A), collides
with an unstable equilibrium (red branch) in a fold of equilibria bifurcation
labelled f 1 at z ≃ 1. In turn, the unstable equilibrium collides at z ≃ 3 with
a stable equilibrium in the fold bifurcation labelled f 2 . The latter equilibrium loses its stability through the supercritical Andronov-Hopf bifurcation
labelled h− . The grey vertical lines are the projections on the planes (z, x) of
the stable limit cycles that exist to the left of the Andronov-Hopf bifurcation
and which constitute the spiking behaviour of the HR model. It is interesting
to note that – around z = 2.5 – the stable limit cycle oscillates very closely
to the unstable equilibrium that exists between f 1 and f 2 : this behaviour is
qualitatively similar to what we observe in homoclinic bifurcations and indeed
leads to the typical drop-shaped cycles which are characteristic of homoclinic
trajectories.
The results of this simple bifurcation analysis constitute the skeleton of
the solution of the full HR model: in particular, we observe the presence of
two distinct manifolds, Meq and Mlc . The former is the manifold of equilibria,
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Figure 4.4: Slow-fast analysis of bursting in the HR neuron model with b = 2.6
and I = 2. Panel A shows the bifurcation analysis of the fast subsystem
obtained by varying the slow variable z. Panels B and C show solutions of
the full HR model for different values of µ: it is evident that the value of µ
influences the number of turns of the solution around the manifold of limit
cycles, i.e., the number of spikes per burst.

while the latter is the manifold of limit cycles. It should be clear now that the
full model exhibits a bursting behaviour when the solution repeatedly switches
between Meq and Mlc : indeed, this leads to periods of activity (the bursts, in
which the solution evolves on Mlc ) intermingled with periods of quiescence, in
which the solution moves along Meq .
To better clarify this concept, in panels B and C of Fig. 4.4 we show the
projections on the plane (z, x) of two bursting solutions of the complete system
for different values of µ. For µ = 0.01 (panel B), the number of spikes per
burst is 6, whereas µ = 0.0035 leads to bursts with 20 spikes (panel C): this
is due to the fact that, the smaller µ the slower the trajectory along the zdirection. As a consequence, the solution stays for a longer period of time on
Mlc and, since the “rotation” along the cycles manifold happens at a constant
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rate, the number of spikes per burst increases as µ decreases. It is worthwhile
to stress that, at smaller values of µ, it is not the system as a whole to be
slower, but only the evolution of the z variable: in fact, varying µ only leads
to higher numbers of spikes per burst, but the frequency of the spikes in each
burst is not affected.

4.2.2

Detailed bifurcation analysis

In the previous section we have shown how one can obtain a qualitative understanding of the dynamical mechanisms underlying period adding. In this
section, we provide a quantitative explanation of this phenomenon, through
a detailed analysis that will shed light on the complex bifurcation structure
that regulates period adding in the HR model.
Before discussing in detail specific bifurcations, a general overview is mandatory: in the HR model, the curves that organise the bifurcation scenario in
the central region of Fig. 4.2 are homoclinic bifurcations. In particular, the
transition from spiking to bursting behaviour – and to some extent also the
presence of chaotic attractors – is due to the presence of homoclinic bifurcations and their codimension-2 degeneracies.
The first characteristic feature of each homoclinic curve is its U-shape, as
qualitatively sketched in Fig. 4.5: this diagram refers to 1- and 2-turns cycles
in the lower part of the homoclinic curve, but very similar results hold for
the homoclinic curves with higher numbers of turns. The U-turn is so sharp
that it can be detected only on a very small scale. This phenomenon is well
known [KDR01, DMK00] and is characterised by cycles with a different number of turns on the two branches of the homoclinic curve: what is shown in
Fig. 4.5 for 1- and 2-turns cycles could be shown generically for n- and (n + 1)turns cycles. A second important feature of the homoclinic curves is that they
are so close to each other to be practically indistinguishable on the parameter
plane: this makes the analysis more challenging and calls for the usage of
efficient and precise software tools. For this reason, all the results presented
in the following have been obtained by resorting to AUTO-07p [DO09] and
its extension HomCont for the localisation of codimension-2 points.
In the rest of this chapter, we shall adopt the following colour and labelling
code for bifurcations:
• fold of cycles: label t and colour blue;
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(3.061,2.4)

(3.098,2.3)

(3.134,2.2)

Figure 4.5: Sketch of a U-shaped homoclinic bifurcation. The (b, I) coordinates are reported near the corresponding 1-turn trajectories on the lower
branch of the homoclinic curve. The same values, with the chosen accuracy,
hold for the 2-turns trajectories on the upper branch.

• period doubling: label f and colour red;
• homoclinic: label h and colour black.
The superscript index indicates the number of turns of the limit cycle (or
homoclinic orbit) undergoing the bifurcation. So, for example, the label f (1)
indicates a period doubling bifurcation curve involving a 1-turn cycle. Fractional superscripts indicate that the cycle involved in the bifurcation is increasing the number of turns: this is typical of bifurcations involved in the
period adding mechanism.
We now describe in detail the most important homoclinic bifurcations and
how they are related to the other bifurcations (mainly flips and fold of cycles)
that regulate the period adding mechanism.
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The homoclinic bifurcation curve h(1)
B(1)

t(1)

B(2)

f (1)

IF(1)
h(2)
h(1)

B(2)
OF(1)
B(1)

t(1)

Figure 4.6: Sketch of h(1) : note the presence of just one flip bifurcation (f (1) )
that connects the inclination flip point IF (1) to the orbit flip point OF (1) .
The homoclinic bifurcation curve h(1) is sketched in Fig. 4.6. It has two
branches (meeting at the inclination flip point IF (1) ), both U-shaped. After
the U-turn, the number of turns of the homoclinic trajectory increases to 2:
thus, one of the inner branches is labelled as h(2) . The inner branches end as
shown in the sketch (the continuation curves accumulate on an ending point).
The curve h(1) has various degeneracy points: concerning period adding, the
most interesting ones are the inclination flip IF (1) – which is of type B, according to the classification reported in [OKC00] (see Figure 7 of the cited
paper) – and the orbit flip OF (1) . In each of these codimension-2 points, two
bifurcation curves are rooted, namely one period doubling and one fold of cycles bifurcations. The flip bifurcation f (1) connects IF (1) and OF (1) , whereas
the two fold of cycles labelled as t(1) are distinct (see [SLDL08]).
We also note the presence of Belyakov points [Bel74,Bel80,Bel84] (labelled
as B (1) on the 1-turn branches and as B (2) on the 2-turns branches): theory
predicts the presence of several families (of infinite cardinality) of bifurcation curves originating at these points and accumulating exponentially on the
homoclinic curve.
The real curves are superimposed to the brute-force bifurcation diagram
in panel A of Fig. 4.9.
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The homoclinic bifurcation curve h(2)

IF(3)

h(3)
t(3)

IF(2)

f (2)
h(3)

f (4)

h(4)
OF(2)

h(2)

t(2)

t(4)

OF(3)

OF(4)

B(3)

f (3)

B(2)
t(2.5)
f (2.5)

Figure 4.7: Sketch of h(2) : the inclination flip point IF (2) gives birth both to
a homoclinic doubling and to a period doubling cascade. Note the presence
of two Belyakov points, B (1) and B (2) .
The homoclinic bifurcation curve h(2) is sketched in Fig. 4.7. It has two
branches (meeting at the inclination flip point IF (2) ): differently from the
previous case, the highest one is not U-shaped: the numerical continuation
accumulates on an ending point. The lowest branch is U-shaped and has two
Belyakov degeneracies.
In this case, the inclination flip point is of type C (see [OKC00], Figure
7). This means that in IF (2) two cascades of bifurcation curves are rooted: a
period doubling cascade (f (2) , f (4) , . . . ) and a homoclinic doubling cascade
(h(2) , h(4) , . . . ). Each homoclinic curve of the cascade has an orbit flip degeneracy where the corresponding period-doubling curve meets a fold of cycles.
The fold bifurcation t(2) is directly involved in the period adding mechanism,
as will be shown more clearly in the following. The connection between the
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homoclinic curves h(2) and h(3) is provided by the fold of cycles t(3) : this
latter bifurcation terminates the chaotic region that is born with the period
doubling cascade that starts with f (2) , as can be seen in panel B of Fig. 4.9.
The curves t(2.5) and f (2.5) converge to the tip of the U turn. It is excluded
the presence of orbit or inclination flip degeneracies along h(2) between the
Belyakov points B (2) and B (3) .
The real curves are superimposed to the brute-force bifurcation diagram
in panel B of Fig. 4.9.
The homoclinic bifurcation curves h(k) and their degeneracies

IF(4)

h(4)
t(4)

IF(3)

f (3)
h(4)
h(3)

t(3)

OF(3)

OF(4)

IF(3.5)
f (4)
t(3.5)
f (3.5)

Figure 4.8: Sketch of the bifurcation structure around the k-th homoclinic
bifurcation h(k) . In this particular sketch, k = 3, but the general sketch is
valid for any k ≥ 3.
The two cases (h(1) and h(2) ) we have shown so far are peculiar, in the
sense that they present unique features that cannot be seen for cycles with
higher numbers of turns. Conversely, the sketch for the homoclinic bifurca-
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tion curve h(3) (shown in Fig. 4.8) is valid for any k ≥ 3. The fundamental
difference with respect to h(2) is the absence of Belyakov points: this is due
to the fact that the whole homoclinic curve lies in a region of the parameters plane where the eigenvalues of the equilibrium involved in the homoclinic
trajectory are always real.1 The curve h(3) has two branches (meeting at the
inclination flip point IF (3) , which is of type C), and once more the highest
one is not U-shaped. The lowest branch is U-shaped and without Belyakov
degeneracies. As in the previous case, two cascades of bifurcation curves are
rooted in IF (3) : a period doubling cascade (f (3) ,f (6) ,. . . ) and a homoclinic
doubling cascade (h(3) ,h(6) ,. . . ). Each homoclinic curve of the cascade has two
orbit flip degeneracies:
• OF (3) , where the first bifurcation of the period-doubling cascade ends
and meets a fold of cycles (respectively f (3) and t(3) in Fig. 4.8).
• OF (4) , where t(4) and f (4) are rooted: the former is connected with IF (4)
on the primary homoclinic bifurcation of the subsequent homoclinic doubling cascade, whereas the latter takes part in the period adding process,
as described in the following.
The real curves are superimposed to the brute-force bifurcation diagram in
panel C of Fig. 4.9.
On the tip of the U-shaped homoclinic bifurcation, an inclination flip point
(labelled as IF (3.5) ) is located, where t(3.5) and f (3.5) are rooted: also these
bifurcations take part in the period adding process. The presence of IF (3.5)
is conjectured, since we haven’t been able to numerically detect it, due to
the very sharp turn of the homoclinic curves. However, the results shown in
Fig. 4.10 should explain why an inclination flip point must be present at the
tip of the homoclinic curve. In this figure, the central U-shaped curve represents the homoclinic bifurcation, and the eight surrounding panels display the
homoclinic trajectories (black thick lines) at significant points on the curve,
superimposed to the results of the bifurcation analysis of the fast subsystem
(thin coloured lines and points): these results are similar to those shown in
Fig. 4.4, with the only difference that the periodic solutions of the fast system do not constitute a unique “funnel”, but rather they are separated in two
distinct sets, due to the presence of two homoclinic bifurcations in the fast sub1
We remind that the condition for the presence of a Belyakov point is that the equilibrium
point change from saddle-node to saddle-focus or vice versa.
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Figure 4.9: Numerically computed bifurcation curves regarding the first, second and third homoclinic bifurcations (panels A, B and C respectively). In
all panels, purple, green and black dots indicate respectively inclination flips,
orbit flips and Belyakov points. The only curves shown are the primary homoclinic bifurcation (black curve), the first bifurcation in the period doubling
cascade and the fold of cycles that terminate each chaotic region (red and blue
curves above the homoclinic curve, respectively), and the period doubling and
fold of cycles bifurcations that are rooted in the orbit flip points (red and blue
curves below the homoclinic curve, respectively).

system, at the coordinates where the periodic solutions accumulate. Panels A
and H are “above” OF (3) and OF (4) , respectively, on opposite branches of the
homoclinic curve: in both panels, the homoclinic trajectory leaves the saddle
node along the leading unstable direction and returns along the only stable
direction after 3 (panel A) or 4 turns (panel H). Panels B and G correspond
to the orbit flip points OF (3) and OF (4) , respectively: it can be clearly seen
how the homoclinic trajectory leaves the saddle node along the non-leading
unstable direction. Again, the trajectory returns to the equilibrium point after 3 (panel B) or 4 turns (panel G). Panels C-F are located between OF (3)
and OF (4) and their purpose is to illustrate the qualitative changes that the
homoclinic trajectory undergoes between the two orbit flip points and especially near the tip of the homoclinic curve, where we conjecture the presence
of the inclination flip point IF (3.5) . In particular, in panels C and E it can be
observed how the homoclinic trajectory leaves the saddle node again along the
leading unstable direction, but this time in the opposite sense than in panels
A and H. This makes the homoclinic orbits a sort of canard cycles: one of the
peculiar features of the HR model is that canard orbits of this kind exist in
a large portion of the parameters plane, and they are directly involved in the
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spike adding mechanism. Finally, panels D and E are topologically similar to
panels C and F, with the only difference that, being so close to the tip of the
homoclinic curve, the canard orbits are maximal: in particular, when the orbit
goes past the upper fold of equilibria in the fast subsystem, an additional turn
is added to the trajectory, which is the fundamental mechanism behind period
adding in this and other models. Numerical evidence shows that this happens
exactly at the parameters values corresponding to the tip of the homoclinic
bifurcation curve.
The arrows in the central panel of Fig. 4.10 indicate the direction of bifurcation of periodic orbits from the homoclinic bifurcation curve: the three
points OF (3) , OF (4) and IF (3.5) divide the homoclinic curve in four distinct
regions. By going from one region to the other, the direction of bifurcation
of periodic orbits changes, due to the presence of the orbit flip degeneracies
and of the turning point at the tip of the U-shaped curve: this gives a first,
intuitive, indication that another degeneracy point where the orbit undergoes
some switching must be present. Since we can rule out the presence of both
an orbit flip – the direction along which the trajectory leaves the saddle node
does not change – and of a neutral saddle degeneracy2 , then we are left only
with the possibility that the point at the tip is indeed an inclination flip. We
also remark that a very similar structure has been found in [CKK+ 09]: in
particular, our situation is coherent with what is shown in Fig. 19 of the cited
paper.
In order to give further ground to our conjecture, we have devised another
test: the idea is to integrate the system starting from a set of points on the
unstable manifold of the saddle node point and locate the intersections with
an appropriate Poincaré section, “far” from the equilibrium. If the points on
the final section are “folded”, this indicates that the orbit is in proximity of
an inclination flip point.
Since the manifold is an invariant set, the theory predicts that trajectories
that start on the manifold should remain on it indefinitely: unfortunately,
due to errors in the numerical integration of the system, such a result cannot
be obtained with standard integration techniques. However, it is possible to
overcome this problem by resorting to continuation techniques by setting up a
proper boundary value problem (BVP), where one of the parameters that are
2

This can be done by verifying that the eigenvalues of the saddle node do not satisfy the
equality µ1 = −λ1 , where µ1 is the stable eigenvalue and λ1 is either of the two unstable
eigenvalues.
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Figure 4.10: Representation of how the homoclinic trajectories change along
the U-shaped homoclinic bifurcation curve. Each panel contains the homoclinic orbit (thick black line) and the results of a bifurcation analysis of the
slow-fast subsystem of Eq. (4.2) (thin coloured lines and dots); the blue arrows
are the unstable eigenvectors of the saddle node equilibrium. The arrows in
the central panel indicate the direction of bifurcation of periodic orbits from
the homoclinic bifurcation curve. For a detailed description of each panel, see
the main text.
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allowed to vary is the integration time. This particular technique has been
exploited, for example, in [DKO06] to compute part of the manifold of the
Lorenz system.
The boundary value problem is the following:




ẋ
= T g(x)



(4.3)
x(0) = x∗ + ǫ vu + θ vuu





 z(1) = 2.75,

where x = [x, y, z]T is the state of the system, g ∈ R3 is the vector field of the
HR model given in Eq. (4.1), x∗ indicates the saddle node point and vu , vuu ∈
R3 are respectively the leading and non-leading unstable eigenvectors, which
span the unstable manifold of the saddle node equilibrium. Note that the
vector field of Eq. (4.1) is rescaled so that the integration time is a parameter
and consequently the BVP is always defined in the time interval [0, 1]. Finally,
the parameters ǫ and θ allow to span the unstable manifold and therefore
give us the possibility to change the initial conditions. The last boundary
condition specifies the final section, i.e., the plane described by the equation
z −2.75 = 0. The system (4.3) is composed of 3 ordinary differential equations
and 4 boundary conditions: by adding a standard pseudo-arclength condition,
this needs to be offset by 2 continuation parameters, namely θ and T , the
integration time.
By solving the BVP with AUTO, we can obtain the results shown in
Fig. 4.11. As in the previous figures, in panel A the thin coloured lines represent the bifurcation analysis of the slow-fast subsystem and the blue arrows are
the unstable eigenvectors of the saddle node equilibrium. The purple dashed
line is the section that constitutes the terminating point of the integrations.
The thin grey lines are the integrations of the system obtained by varying the
parameter θ in the range [−0.1, 0.1]; the thick black line is a piece of the homoclinic trajectory that satisfies the boundary conditions and is used to start
the continuation procedure (corresponding to θ = −0.001). Panel B shows
a “map” of the initial versus the final x coordinate: it can be clearly seen
that the map is not invertible (see also the inset in panel B, which contains
a zoom of the central part of the map), i.e., two distinct initial conditions
lead to the same final condition. This constitutes a further justification of
our conjecture, since it proves that the unstable manifold of the homoclinic
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trajectory is folded.
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Figure 4.11: Solution of the BVP described in Eq. (4.3). The parameters of
the system have the following values: b = 2.9427488761, I = 2.7111448924,
ǫ = 0.1.

Period-adding transition
It is now possible to understand the smooth transitions that increase the
number of turns in each limit cycle. As sketched in panel A of Fig. 4.12, the
transition can be observed by continuing a limit cycle at first for decreasing
values of the parameter b: for example, by starting from the point labelled
as S, the stable 3-turns cycle collides in the fold of cycles bifurcation t(3)
with an unstable cycle, which, in turn, collides in t(3.5) with another unstable
limit cycle. This latter cycle undergoes the period doubling bifurcation f (4)
through which it becomes stable: it will exist until it collides with an unstable
4-turns cycle in the t(4) bifurcation (not shown in this sketch). The peculiar
feature of this mechanism is the coexistence of two stable n- and (n + 1)turns limit cycles (trajectories a and c in panel A of Fig. 4.12): one smoothly
transforms into the other through an unstable limit cycle that changes shape
and increases the number of turns by one as the parameter is varied (trajectory
b in panel A). Panel B shows the actual bifurcation curves that are involved
in the period adding mechanism. We stress that the sketch shown in Fig. 4.12
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Figure 4.12: Sketch of the period adding mechanism and corresponding bifurcation curves. In panel A the coloured traces indicate the maximum z
coordinate of the solution; colour encodes stability: green is stable, red is unstable. The trajectories a, b and c are projections on the (z, x) plane of the
full three-dimensional solution. Panel B shows the actual orbit flip points and
the bifurcation curves that take part in the period adding mechanism. The
continuation shown in panel A can be obtained by following, for example, the
dashed grey line that crosses t(3) , t(3.5) and f (4) .
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for the transition from 3- to 4-turns cycles can be applied in exactly the same
way to any n- to (n + 1)-turns transition.

4.2.3

Similar bifurcation structure in other cell models

The analysis reported in this chapter is interesting not only for its intrinsic
value in explaining spike adding in the HR neuron model, but also because similar bifurcation structures have been found and analysed in other studies, such
as those reported in [MLYM01, SCC05, CCS07]. In particular, in [MLYM01]
the authors perform a bifurcation analysis of a model of pancreatic β-cells,
which show excitable features similar to those of neurons, and find a global bifurcation structure that strikingly resembles what we found for the HR model
(e.g., , see Fig. 4 of the cited paper). In [SCC05, CCS07], the authors present
an analysis of a reduced model of leech heart interneuron: also in this case,
the period adding mechanism is regulated by the presence of homoclinic bifurcations and their degeneracies.
Obviously, a detailed bifurcation analysis of each model will show differences among models, but we dare say that the global bifurcation structure, i.e.,
the presence of homoclinic bifurcations and the interplay of period doubling
and fold of cycles bifurcations, remains unchanged and constitutes a trademark of models of excitable cells that display the widespread period adding
mechanism.
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Chapter

Conductance-based neuron
models incorporating channel
noise
Brief – We present a general methodology to transform any
conductance-based neuron model into its equivalent stochastic
counterpart.
Personal contribution – The material in this chapter is original and is the result of a collaboration with Prof. Michele
Giugliano.
In Chapter 4 we have discussed the bifurcation structure of the HindmarshRose neuron model, with particular attention to the phenomenon known as
period-adding. The HR model is deterministic, i.e., it provides identical results upon repeated simulation with fixed parameters: this is at the same time
one of its great strengths – it allowed us to use tools coming from the theory of
dynamical systems, based on the assumption that the equations of the system
are deterministic – but also a serious weakness: indeed, deterministic models do not describe accurately the underlying stochastic response properties,
arising from the microscopical correlate of neuronal excitability. To tackle
this problem, stochastic models have been developed, which are usually based
on mathematical descriptions of individual ion channels, or on an effective
macroscopic account of their random opening and closing. In this chapter
we describe a general method to transform any deterministic neuron model
74
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5.1. Channel noise and stochastic neuron models
into its effective stochastic version that accurately replicates the statistical
properties of ion channels random kinetics.

5.1

Channel noise and stochastic neuron models

Ion channels are the fundamental elements underlying neuronal excitability
and information transfer, inter- and intracellularly. These protein pores, found
also in other excitable cell types, undergo fast conformational modifications
(hereafter referred to as channel gating) induced by a change in the electric
field or by the binding of ligand molecules. By doing so, channels selectively
affect the ionic conductances of the membrane and enable ions to flow according to their electrochemical potentials [JW94]. The impact of the first quantitative deterministic description of conductance gating [HH52] was extremely
significant, as testified by its wide use up to today [DS09]. Since the 1970s
however, the stochastic nature of the single ion channels gating has been fully
recognised. The resulting random fluctuations in the membrane conductances
(which are known as channel noise) have been the subject of intense theoretical
and experimental research [CH73,CD83,CW75,SN95,Hil01,MRMA04,MR06,
Gue07, Min07]. Nevertheless, only recently channel noise was emphasised to
have a significant impact on neuronal signals generation, propagation and integration, and it was suggested for consideration in realistic models of single
neurons [MS95, CW96, SFS98, MK99, WRK00, SMK+ 00, JDYJ+ 05]. In some
parts of the peripheral nervous system, channel noise has been demonstrated
to be prominent for information transfer and perception (e.g., see [BIW+ 99]
and references therein). However, in the central nervous system whether or
not channel noise plays a role at the level of large networks of interacting neurons, how heterogeneous ion channel types contribute to spontaneous network
firing, and whether channel noise combines or interferes with other sources of
noise (synaptic, for instance) remain open questions.
Towards addressing these questions, the increasing availability of cheap
parallel computing resources and improved algorithms [MCL+ 06, HMS08] allow one to approach in silico the study of networks of thousands of morphologically detailed multi-compartmental model neurons [Mar06a]. In addition,
a diversity of voltage- and ligand-gated ion channel types can be included in
these large models with biophysical realism [DBH+ 08]. Unfortunately, channel noise is rarely considered for large network simulations or detailed multi-
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compartmental models [COM10], due to its heavy computational load. Implementing single-channel stochastic models explicitly, for each of the thousands
of channels per ion conductance type and per neuron, requires Montecarlo
simulation techniques [SW79, CD83, CW96, SFS98] that are computationally
intensive even for single compartmental neurons, regardless of excellent speedup techniques [CW96]. Throughout this chapter, we refer to such explicit and
exact simulation methods by the term microscopic, regardless of the details
of their actual numerical implementation [MRW02].
For the specific case of the Hodgkin-Huxley (HH) equations, Fox and collaborators proposed an alternative approximate method to mimic channel
noise, avoiding a microscopic description of the individual channels [FL94,
Fox97]. This method relies on the use of stochastic differential equations
to macroscopically account for the fluctuations in the overall conductance
of sodium and potassium channels, with formal analogies to the Langevin
equation [CM65, CW96]. Although this approach is very attractive and was
employed widely in the literature (see references in [Bru09]), its accuracy was
recently challenged and debated by several authors [Bru09, MRW02, Bru06,
SLN10]. These authors compared numerical simulations of the exact microscopic descriptions of the HH model with those obtained by Fox’s, finding some
inconsistencies. It was however only with the work by Bruce (2009), that a
straightforward test and framework were proposed to quantify the accuracy of
Fox’s algorithm. Simulating a voltage-clamp experiment, while recording ion
currents, clearly shows that Fox’s approximation does not capture correctly
the microscopic statistical properties, regardless of how large the number of
single ion channels to be approximated is. An ad hoc partial correction of
Fox’s algorithm - based on the simultaneous Montecarlo simulations of single
channels - was also proposed for some activity regimes [Bru09], but it cannot
be generalised to arbitrary simulation conditions.
In the following, we introduce and operatively define a general method,
based on the diffusion approximation [CM65], to transform any deterministic model neuron into its effective stochastic version, for an arbitrary set of
ion conductances. As in previous studies, we focus on discrete Markov processes [Hil01, CHH03], routinely employed in the experimental identification
of voltage-gated channels and synaptic receptors. Our purpose is to reintroduce channel noise in deterministic conductance-based models with limited
computational overhead. We also aim at accurately replicating the statis-
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tical properties of ion conductances, as predicted by the exact microscopic
description, while avoiding the use of any ad hoc correction or heuristics in
the choice of the parameters [SLYH08]. Our approach is related to previous
Langevin-based formulations, although with a significant difference in the way
channel fluctuations are reintroduced in model equations. It can be considered
as an accurate and systematic generalisation of Fox’s algorithm, to the case
of voltage-, ion-, and ligand-gated channels with arbitrary complexity. We
numerically compare our approach to that by Fox, showing where it fails. We
validate our approach for single-compartmental neuronal simulations, incorporating HH fast inactivating sodium channels and delayed rectifier potassium
channels, analogously to previous works. By comparing our effective method
to the exact simulations of the stochastic channel kinetic schemes, we obtain
satisfying agreement.

5.2

Development of the effective model

In this section, we briefly review the deterministic HH model and then introduce our algorithm. We present our method for ion channels whose microscopic correlate is represented by a population of identical 2-state channels.
Only in this specific case, our method coincides with Fox’s approach. We
then generalise the method to channels characterised by M -state kinetics and
show that, for the special case of multiple independent subunits, each composed by 2-state gating mechanisms as in HH-like currents, the mathematical
expressions underlying our algorithm greatly simplify.

5.2.1

Neuron model

We consider a single-compartmental conductance-based neuron model [DA01].
For this class of models, the membrane potential V obeys the following current
balance equation [JW94]
X
Cm V̇ =
Ik + IL + Iext ,
k

where Cm is the specific membrane capacitance and Iext is an externally
applied current density (expressed in µA/cm2 ). These models comprise a
leak current IL = gL (EL − V ) and a number of intrinsic (as well as synaptic) currents that can be similarly expressed by an ohmic relationship Ik =
gk (t) (Ek − V ), which links the current to the membrane potential. Each ionic
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conductance gk (t) = ḡk no,k (t) is completely determined by the fraction of
corresponding channels no,k (t) in the open state (see Fig. 5.1A-D).
For reference to previously published papers [Fox97,SFS98,SMK+ 00,MRMA04,
MR06,Min07], we consider here the HH voltage-gated currents INa and IK with
standard parameters [HH52]. Therefore, we consider gNa (t) = ḡNa no,Na(t)
and gK (t) = ḡK no,K (t). In the deterministic model, no,Na (t) and no,K (t)
are expressed phenomenologically as a product of activation and inactivation
deterministic variables [FFM96, YKA98, ACS83, VB91]:




I = ḡNa m3 h(ENa − V )

 Na



I = ḡK n4 (EK − V ).

 K

Each of these variables obeys a first-order ordinary differential equation of the
form
u̇ = αu (V ) (1 − u) − βu (V ) u,
(5.1)
where u = {m, h, n} and αu , βu are kinetic parameters. All the model parameters are summarised in Table 5.1.

5.2.2

Exact simulation of the microscopic models

Montecarlo methods represent the most commonly adopted way to simulate
the random temporal evolution of ion conductances in a membrane patch,
populated by a set of identical independent channels. Due to spatial proximity, channels are assumed to be coupled together by a common gating variable,
such as the membrane potential or the local neurotransmitter concentration.
Then, the full knowledge of the Markov kinetic scheme (see Fig. 5.1A-D)
describing the distinct conformational states of each ion channel, as well as
the transition probabilities across states, are needed [LT90, LT91]. The kinetic scheme is employed to simulate the random transitions of the state of
each individual ion channel, by repeated pseudo-random number generation
(see [SW79, CD83, CW96, SFS98] and references therein). Although refined
fast-computation techniques have been proposed [CW96], we employ here a
basic numerical implementation. Briefly, instead of tracking the state of each
channel, the number of channels in a given state is tracked and updated at
each time step (dt = 1 − 5 µs), with conditional probabilities that depend on
the transition rates of the Markov scheme, as exemplified in Fig. 5.1A. We
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Symbol

Description

Value

Cm

Membrane capacitance

1 µF/cm2

gL

Leak conductance

0.3 mS/cm2

EL

Leak reversal potential

−54.3 mV

ḡNa

Max sodium conductance

120 mS/cm2

ENa

Sodium reversal potential

50 mV

ḡK

Max potassium conductance

36 mS/cm2

EK

Potassium reversal potential

−77 mV

αm (V )

Kinetic parameter of m gates

−0.1

βm (V )

Kinetic parameter of m gates

4 exp(−(V + 65)/18)

αh (V )

Kinetic parameter of h gates

βh (V )

Kinetic parameter of h gates

αn (V )

Kinetic parameter of n gates

βn (V )

Kinetic parameter of n gates

0.07 exp(−(V + 65)/20)
1
exp(−0.1(V + 35)) + 1
V + 55
−0.01
exp(−0.1(V + 55)) − 1

V + 40
exp(−0.1(V + 40)) − 1

0.125 exp(−(V + 65)/80)

Table 5.1: Parameters employed for the deterministic simulations.

recall that simulating the occurrence of a random event with probability p
can be achieved by generating a pseudo-random number D, uniformly distributed between 0 and 1, and testing whether or not D < p [PTVF07].
In the simulations reported here, we set the single-channel conductance for
both sodium and potassium channels to g1 = 20 pS, unless specified otherwise, and we consider a fixed channel density of 60 channels/µm2 and
18 channels/µm2 for sodium and potassium currents, respectively. In all
simulations, a cylindrical single compartment was used with length and diameter equal to 30 µm, unless otherwise noted. Albeit conceptually simple, these
algorithms require a great amount of computational power, which increases
with the number of channels that are to be simulated and with the probability of their activation. Simulation code and analysis scripts, developed in
C++ and in NEURON [CH06], are available from ModelDB [HMM+ 04] at
http://senselab.med.yale.edu/modeldb via accession number 127992.
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Population of two-state channels

We now examine the case of a ion current whose microscopic correlate is
represented by a population of N ion channels. The single-channel kinetics
is a 2-state scheme: open and closed, as shown in Fig. 5.1A. This is the
simplest kinetic scheme and is often employed, for instance, for the minimal
description of ionotropic AMPA-receptors [DMS94]. The symbols α and β in
Fig. 5.1A represent the transition probabilities between states, expressed per
time unit (i.e., as rates). They are functions of the channel gating variable(s)
– such as membrane voltage, intracellular calcium concentration, extracellular
magnesium concentration, extracellular glutamate concentration, etc. [Hil01]
– and are experimentally identified by routine electrophysiological techniques
[SN95] and optimisation methods [CHH03].
For the definition of our effective simulation technique for channel noise,
we consider five realistic assumptions: (i) the channels are identical and statistically independent; (ii) for simplicity, only one conformational state is associated to a non-zero ion conductance g1 ; (iii) N is large and is known; (iv)
the single-channel kinetics is described by a Markov process, where transition
probabilities depend only on the current state and on the gating variable(s),
and not on the previous occupancy history; and (v) the gating variables (e.g.,
V (t)) change slowly, compared to the channel kinetics, with time constant
(α + β)−1 [JW94].
Because of (i)-(ii), the maximal ion conductance associated to the channels
can be expressed as ḡ = N g1 . Then, the time-varying conductance g(t)
depends only on no (t), the fraction of channels in the open state:
g(t) = ḡ no (t).

(5.2)

Since individual channels undergo random transitions between states [SN95],
no (t) is a non-stationary random variable, whose instantaneous value is distributed according to a binomial probability function: the number of open
channels, N no (t) (with N constant), is a binomial random variable. As a
consequence, the statistical properties of no (t) are fully specified by po (t),
the probability of occupancy of the open state [CW75]. By assumption (iii),
the binomial distribution of no (t) can be approximated by a Gauss distribution, invoking the de Moivre-Laplace (or central limit) theorem, valid when
N po (t) (1 − po (t)) >> 1 [PP02]. By (iv), po (t) can be numerically computed
as the solution of the following linear differential equation [CW75], formally
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Figure 5.1: Markov kinetic schemes. In the simplest 2-state kinetics (A), a
single channel can be in one of two configurations with only one of them associated to a non-zero conductance (filled grey circle). The kinetic parameters α
and β are rates, as they represent the transition probabilities between states,
expressed per time unit. In a more general case, single-channel kinetics is
described by an M -state scheme. Voltage-gated fast-inactivating sodium (B)
and delayed-rectifier potassium channels (C) are two examples, where only one
state corresponds to a non-zero channel conductance (filled grey circle). An alternative model for sodium channels (D) [VB91] is also shown for comparison.
We point out that our method can be applied to any kind of kinetic schemes,
where the transition rates are known. For (B-C), each state is identified by an
arbitrary name convention (m0 h0 , m2 h1 , n3 , etc.), referring to the underlying
mapping of these 8- and 5-state channels into multiple 2-state gated subunits
(panel E). Indeed, some M -state kinetic schemes may be mapped into, or experimentally identified as, a set of independent 2-state gates: the open state
of the full scheme corresponds to all the elementary gates in the open states,
simultaneously. For instance, the kinetic scheme (B) could be mapped into
a set of four independent 2-state gates (E) (i.e., the familiar activation gates
and the inactivation gate of sodium fast-inactivating currents), three of whom
are identical.
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equivalent to the deterministic kinetic Eq. (5.1) [DMS98]:
τo p˙o (t) = p∞ − po (t),

(5.3)

with τo = (α + β)−1 and p∞ = α (α + β)−1 . Finally, under assumption
(v), Eq. (5.3) can be solved analytically and po (t) is expressed as an exponential function. Under these approximations, no (t) is Gauss-distributed and
completely described by its mean n̄o (t) and by its (auto)covariance function
Φno (t, ∆), which at the steady-state has an exponentially decaying profile:
Φno (∆) ≈ σn2 e−|∆|/τo [CW75, Tuc89]. In the theory of stochastic processes,
no (t) is called a diffusion process, with σn2 and τo its steady-state variance and
autocorrelation time constant, respectively [CM65].
By these considerations, it follows that no (t) can be approximated and
computer-simulated by an efficient method, alternative to the exact Montecarlo simulation of the discrete kinetic scheme [CW96]. This method consists
in generating a realisation of an Ornstein-Uhlenbeck’s process [CM65], with
time-varying mean n̄o (t), steady-state variance σn2 , and autocorrelation time
constant τo :
g(t) ≈ ḡ [n̄o (t) + ηo (t)] .
(5.4)
√
τo η˙o (t) = − ηo (t) + σn 2 τo ξ(t),
(5.5)
where ξ(t) is a δ-correlated Gauss-process with zero mean [PP02] (see also
Eq. (1)).
Since n̄o (t) = po (t) [CW75, Tuc89], the deterministic component of g(t)
evolves as Eq. (5.3), which is the familiar equation one expects by the massaction law (i.e., Eq. (5.1)), while interpreting as deterministic the scheme of
Fig. 5.1A [YKA98, HH52]. For clarity, we rewrite such an equation as
τn n̄˙ o (t) = n∞ − n̄o (t),

(5.6)

with n∞ = p∞ = α (α + β)−1 , and τn = τo = (α + β)−1 .
As opposed to the deterministic HH formalism however, the stochastic
nature of g(t) is now explicitly captured by ηo (t), algorithmically generated
as a pseudo-random process by iterating the discrete-time version of Eq. (5.5)
[Gil96], which is also discussed in more detail in Appendix 7. Thus, by setting
p
σn = N −1 n∞ (1 − n∞ ), Eqs. (5.4), (5.5), and (5.6) reproduce both the
time-varying mean and the steady-state covariance of no (t). More precisely,
Φno (t, ∆) and the covariance of the term ηo (t) relax to the same analytical
expression σn2 e−|∆|/τn , after a transient of the order of τn .
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Finally, the clipping of negative conductance values for g(t) may be necessary but, if lacking, it will not affect by accumulation the numerical integration
of n̄o in the present form of Eq. (5.4).
We remark that we do not (heuristically) add a noise term in the righthand-side of Eq. (5.6), as in previous Langevin-based algorithms. Instead, a
precise approximation procedure is employed to statistically mimic the effect
of channel noise fluctuations in g(t). Although for 2-state channels Eqs. (5.4)(5.6) are indeed equivalent to Fox’s formulation, our approach differs considerably from that by Fox as soon as multiple-state channels are considered, e.g.,
the sodium fast-inactivating and the potassium delayed-rectifier channels.

5.2.4

Population of M -state channels

We now generalise the diffusion approximation (Eqs. (5.4)-(5.6)) to the more
general case of a large population of identical independent channels, whose
single-channel dynamics is described by an M -state Markov scheme. Under
the same assumptions (i)-(v), the probability po (t) of occupancy of the open
state fully describes the fraction of open channels (see Eq. (5.2)). However,
now po (t) is a particular (say, the k-th) element of the M ×1 probability vector
p(t) of state occupancy, and each element of p(t) corresponds to a distinct
state of the kinetic scheme. By assumption (iv), p(t) satisfies a system of M
linear ordinary differential equations, which can be written in compact form
as


 ṗ(t) = A p(t)
(5.7)

 p (t) = C p(t)
o
The M × M transition matrix A is filled with the appropriate combinations
of the individual transition rates between all the possible states [Gan98]. C
is a 1 × M vector with only one (the k-th) non-zero element, set to 1. Under
assumption (v), po (t) can be computed analytically as a linear combination
of a steady-state value po,∞ (t) and of M-1 exponentials with time constants
τ1 , ..., τM −1 , each being the inverse of the absolute value of a non-zero eigenvalue of A [Gan98]. As for the 2-state kinetics, the statistical properties of the
fraction of open channels no (t) are fully specified by po (t) and by the binomial
distribution [CW75]. By assumption (iii), the distribution of no (t) can be
approximated by a Gauss-distribution [PP02], and no (t) can be numerically
simulated by an equivalent diffusion process. However, differently from the
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previous case, the steady-state covariance Φno (∆) contains a weighted sum of
M-1 exponentials [CW75, Tuc89] and not a single term:
Φno (∆) =

M
−1
X

σi2 e−|∆|/τi .

(5.8)

i=1

Therefore, Eq. (5.4) no longer approximates no (t), and it must be extended
to a linear combination of M-1 Ornstein-Uhlenbeck’s independent processes
ηi (t), with appropriate coefficients and time constants:
#
"
M
−1
X
ηi (t)
(5.9)
g(t) ≈ ḡ n̄o (t) +
τi η̇i (t) = − ηi (t) + σi

√

i=1

2 τi ξi (t),

i = 1, ..., M − 1.

(5.10)

As for the 2-state model, n̄o (t) = po (t). Then, one always recovers the
deterministic description of the M -state channels, formally coincident with
Eq. (5.7). The derivation of the analytical expressions for σi and τi is necessary, as they depend on the values of the gating variable(s) (e.g., V (t)), and
requires the full expression of Φno (∆) [CW75, Tuc89],


(5.11)
Φno (∆) = N −1 n̄o,∞ C e−|∆|A CT − n̄o,∞ ,

which can be obtained by Laplace-transforms or linear algebraic methods
[Bro91].
We remark that, for our purposes, the derivation of Eq. (5.11) is important
mainly to introduce Eqs. (5.8)-5.10. Indeed, Eq. (5.11) considerably simplifies in the case of ion channels whose M -state kinetics can be mapped into,
or have been experimentally identified as, the composition of several 2-state
subunits. For instance, the scheme of Fig. 5.1B can be mapped into the
equivalent kinetic scheme shown in Fig. 5.1E. This is very common in the
computational neuroscience literature for voltage- and ligand-gated ion channels, whose single-channel open state corresponds to the simultaneous active
state of a multiple number of independent subunit types. To illustrate how
Eq. (5.11) simplifies, we discuss a specific example where three different subunit types are present [FFM96, YKA98], although our considerations hold for
any number of different subunit types. We name these three subunit types as
m, h, and s, and for each of them we compute the steady-state probabilities
of the active state and the gating time constants, following from the solution
of Eq. (5.3):
px,∞ = αx (αx + βx )−1

τx = (αx + βx )−1 , x = {m, h, s}.

(5.12)
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We further assume that the overall single-channel conductance results from
the composition of a given number of elements of each subunit type: say,
q, r, and w subunits of the type m, h, and s, respectively. For instance, in
the kinetic scheme of Fig. 5.1E, we have q = 3, r = 1, and w = 0. Since
each subunit is described by 2-state kinetics, the total number M of states is
(q + 1) (r + 1) (w + 1). By this definition, the process no (t) is binomial and
described by the joint probability that all subunits are simultaneously in their
open state. Because of the statistical independence of each subunit, the joint
probability is the product of elementary probabilities [CW75].
Under the same assumptions of previous section, no (t) can be approximated by a diffusion stochastic process, combining deterministic and stochastic terms, as in Eq. (5.4). Being n̄o (t) = m̄q (t) h̄r (t) s̄w (t), we can rewrite
Eq. (5.9) as follows:
#
"
M
−1
X
ηi (t) ,
(5.13)
g(t) ≈ ḡ m̄q (t) h̄r (t) s̄w (t) +
i=1

˙
τx x̄(t)
= px,∞ − x̄(t) , x = {m, h, s}.

(5.14)

Since in this case the covariance of a product is the product of covariances,
Eq. (5.11) reduces to [CW75, Tuc89]
r
h
w
q 
Φs (∆) + p2s,∞ +
Φh (∆) + p2h,∞
Φno (∆) = N −1 Φm (∆) + p2m,∞
i
2r p2w ,
− p2q
p
m,∞ h,∞ s,∞
(5.15)
with Φx (∆) = px,∞ (1 − px,∞) e−|∆|/τx , and x ∈ {m, h, s}. Expanding the
powers and products of Eq. (5.15) and obtaining the expressions for the M − 1
distinct coefficients σi2 and time constants τi , needed for Eqs. (5.9) and (5.10),
is easier than manipulating the matrix exponential of Eq. (5.11).
In the specific case of HH fast-inactivating sodium (i.e., q = 3, r = 1, and
w = 0) and delayed rectifier potassium channels (i.e., q = 4, and r = w = 0)
(Fig. 5.1B-C), σi2 and τi take the expressions reported in Table 5.2.

5.2.5

Approximate reduction to a single noise term

In order to further gain in computational efficiency, while numerically implementing our diffusion approximation of channel noise (Eqs. (5.9)-(5.10)), it
is possible to reduce to one the number of required independent OrnsteinUhlenbeck’s stochastic processes. This additional approximation consists in
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Sodium
1
m̄6 h̄ (1 − h̄)
N

Potassium
4 7
n̄ (1 − n̄)
N

Sodium

Potassium

τ1

τh

τn

σ22

3
m̄5 h̄2 (1 − m̄)
N

6 6
n̄ (1 − n̄)2
N

τ2

τm

τn /2

σ32

3
m̄4 h̄2 (1 − m̄)2
N

4 5
n̄ (1 − n̄)3
N

τ3

τm /2

τn /3

σ42

1
m̄3 h̄2 (1 − m̄)3
N

1 4
n̄ (1 − n̄)4
N

τ4

τm /3

τn /4

σ52

3
m̄5 h̄ (1 − m̄)(1 − h̄)
N

–

τ5

τm τh
τm +τh

–

σ62

3
m̄4 h̄ (1 − m̄)2 (1 − h̄)
N

–

τ6

τm τh
τm +2τh

–

σ72

1
m̄3 h̄ (1 − m̄)3 (1 − h̄)
N

–

τ7

τm τh
τm +3τh

–

σ12

Time constant

Table 5.2: Values of the coefficients σi and of the time constants τi for fastinactivating sodium and delayed-rectifier potassium channels to be used in
Eqs. (5.9)-5.10. The steady-state symbol (∞) was omitted for the sake of
notation, from all occurrences of m̄ and h̄.

interpolating the covariance of no (t) by a single decaying exponential, by replacing Eq. (5.9) with Eq. (5.4). Indeed, since Eq. (5.8) is the weighted sum
of M − 1 exponentials, one should not privilege any of those terms a priori
and appropriately choose σn (in Eq. (5.4)) and τn (in Eq. (5.5)) as best-fit
parameters for each value of the gating variable(s), so that
σn2 (V

−|∆|/τn (V )

)e

≈

M
−1
X

σi2 (V ) e−|∆|/τi (V ) .

(5.16)

i=1

Alternatively, by expanding both sides of Eq. (5.16) by the Taylor series,
extended to the first-order (or higher), the dominant term around ∆ = 0 can
be approximated by setting

σn2 =

M
−1
X
i=1

σi2

τn =

M
−1
X

i=1
M
−1
X

σi2

σi2 /τi

i=1

.

(5.17)
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In investigating the impact of channel noise on the computational properties of single-neurons and networks, such a systematic and controlled reduction
procedure should replace heuristic methods and may be extremely useful to
dissect whether or not each of the M − 1 terms is needed in accounting for a
particular observation.

5.2.6

The complete effective model

Following Eqs. 5.9-5.10 and Table 5.2, we now formulate the effective stochastic model, corresponding to the deterministic HH model introduced earlier:



 Cm V̇ = −IL − INa − IK + Iapp









IL = gL (V − EL )



(5.18)
7
X


3

χi )(V − ENa )
INa = ḡNa (m h +




i=1



4

X

4


ζi )(V − EK )
 IK = ḡK (n +
i=1

The deterministic gating variables u = {m, h, n} still obey Eq. (5.1), while
each of the 11 new stochastic variables (χi and ζi ) is described by Eqs. (5.9)
and (5.10):

p



τNa,i χ̇i (t) = −χi (t) + σNa,i 2τNa,i ξNa,i (t)


(5.19)
p


 τK,i ζ̇i (t) = −ζi (t) + σK,i 2τK,i ξK,i (t)



where σNa,i , σK,i , τNa,i , and τK,i are the coefficients given in Table 5.2, while
ξNa,i (t), ξK,i (t) are independent, identical, δ-correlated, Gauss-distributed
processes with zero means and unitary variances (see Eqs. (4)-(5)).
We emphasise that the procedure leading to Eq. (5.18) is general and can
be easily applied to more complex (single- and multi-compartmental) neuron
models, which incorporate arbitrary ionic currents.

5.3

Validation of the model

In Sec. 5.2, we have motivated and operatively defined a procedure to derive
an effective stochastic version for each ion current composing a conductance-

5.3. Validation of the model
based model neuron. This approximation is entirely based on probability
calculus and on analytical expressions derived earlier for experimental channelnoise analysis [CW75], and it does not require the Fokker-Planck formalism
[FL94, Fox97]. We have applied here these expressions for synthetic purposes,
based on the a priori knowledge of the Markov kinetic scheme underlying each
voltage- and ligand-gated membrane conductance. The overall conductance
associated to each current is modified to include the very same deterministic
variables and additive noise term(s), as opposed to previous Langevin-based
approaches to channel noise macroscopic simulation, where noise terms are
(heuristically) applied to the differential equations describing activation and
inactivation variables. In addition, the variance and the spectral properties
of the extra noise terms are chosen accurately to reproduce the statistical
properties of the corresponding microscopic model [CW75].
In order to assess the validity and accuracy of our approximation procedure, we choose a single-compartmental model neuron and the fast-inactivating
and delayed-rectifier sodium and potassium HH currents. We perform Montecarlo microscopic simulations of the exact full Markov model associated
to each current, and compare the results to those obtained by its effective
macroscopic description. First we test individual ion currents separately as
in voltage-clamp experiments, upon clamping their gating variable V (t), and
then we study some passive and active membrane properties, as in currentclamp experiments.

5.3.1

Statistical properties under voltage-clamp

We keep the membrane voltage V fixed in time, while numerically simulating
Eqs. (5.18),5.19. We then study the dependence of the fraction of open channels on V at the steady-state, computing mean, variance and autocorrelation
time length of Ix /[ḡx (V − Ex )], x = {Na, K}. The results confirm that our
effective reduction allows one to match accurately the statistical features of
the microscopic models, obtained by Montecarlo simulations of the Markovschemes. Fig. 5.2 summarises these results for a range of clamped membrane
potentials and different total numbers of ion channels. Panels A-C refer to
the steady-state properties of HH potassium currents and panels D-F refer
to sodium currents. In each panel, black and red markers refer to the actual
numerical simulation of the microscopic and the effective models, respectively,
whereas solid lines represent the theoretical steady-state values. The mean of
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the fraction of open channels accurately matches the theoretical predictions
(n4∞ and m3∞ h∞ for panels A, D - see Eqs. (5.13)-5.14) and, as expected, it is
independent of the number of channels N . The variance inversely depends on
N and no difference is evident by comparing microscopic and effective simuP
2
lations. The solid lines of panels B,E are obtained by plotting 7i=1 σNa,i
and
P4
2
i=1 σK,i (see Table 5.2).
For each value of V , the covariance has a decaying profile characterised by
multiple time constants (see Eq. (5.8) and Table 5.2). In order to represent
concisely how such a decaying profile changes for distinct values of V , panels C and F show (magenta curves) the values τ (V ) obtained by best fitting
with a single exponential e−∆/τ function the autocorrelation function of no (t).
The agreement between microscopic and effective simulations is satisfying and
demonstrates that, when predicting and mimicking the autocorrelation properties of channel-noise fluctuations, the kinetic terms τm (V ), τh (V ), and τn (V ),
emerging in previous Langevin-based approaches as effective autocorrelation
time constants, fail significantly. When a single Ornstein-Uhlenbeck process
is used to increase the computational efficiency, the single noise term approximation given in Eqs. (5.16)-(5.17) turns out to be more accurate than the
heuristics based on the kinetic time constants τm (V ), τh (V ), and τn (V ) or the
submultiples τm (V )/3, and τn (V )/4.
In the lower part of Fig. 5.2 (panels G-L), the same analysis is repeated,
comparing the microscopic Markov-scheme simulations and the results obtained by the Langevin-based approximation proposed by Fox and coworkers [FL94, Fox97]. Numerical simulations of the Fox’s model show that, regardless of the number of channels, the variance of potassium currents is
overestimated (panel H), whereas the variance of sodium currents is underestimated (panel K). Because of the inherent limitations of the Langevin-based
approach, where a single noise term is added to the differential equations describing activation and inactivation variables, the autocorrelation properties
of channel noise fluctuations (panels I,L) are mismatched.
Finally, Fig. 5.3 illustrates for V = −40 mV the agreement between the
microscopic model and our effective approximation (panels A-F), as well as
the mismatch of Fox’s algorithm (panels G-L), displaying sample time series
of channel noise. Both histograms of fluctuations amplitude (panels B,E,H,K)
and autocorrelation functions (panels C,F,I,L) confirm and further support
the results of Fig. 5.2.
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Figure 5.2: Steady-state statistical properties of the fraction of open channels no , under voltage-clamp. Panels A-C refer to delayed-rectifier potassium
channels (see Fig. 5.1B and Table 5.2), whereas panels D-F refer to fastinactivating sodium channels (see Fig. 5.1A and Table 5.2). Black and red
dots result from the simulations of the exact kinetic schemes and from our
diffusion approximation, respectively. The continuous traces in A,B,D,E are
drawn by the analytical expressions derived in the text, and refer to an increasing number of simulated channels (namely, 360, 1800, 3600). The dependence
on the membrane-patch voltage V is studied for the mean of no (A,D) and
for its variance (B,E). For an increasing number N of channels, the variance
decreases, as expected. Panels C,F show the time constant of the best-fit
single-exponential, which approximates the covariance of no (see Eq. (5.17)).
The mismatch between actual best-fit values and the characteristic subunit
gating time-constants (τm (V ), τh (V ), τn (V ), shown for comparison), clearly
indicates that great care should be taken in deriving accurate Langevin-kind
formulations. Panels G-L repeat the very same comparisons presented in panels A-F, for the Langevin-approximation introduced by Fox and coworkers
(Fox, 1997; Fox and Lu, 1994): the variance of potassium currents is overestimated (H), whereas the variance of sodium currents is underestimated (K).
In addition, the autocorrelation properties are not reproduced correctly (I,L).

5.3. Validation of the model

91

B

A

0.15

0.15

E

−3

x 10

0.8

5

0

0
−5

100

Microscopic
Fox

0.25

0.25

n 4(t)

0.3

0.2

0.2

0.15

0.15

J

0

50
time [ms]

K

5

0

0
−5

50
time [ms]

100

10

1

10

−5

0
time lag [ms]

0.8
Autocorrelation

m3 h1 (t)

m3 h1 (t)

5

0.4

L

−3

15

10

0.6

0
−10

Microscopic
Fox

15

1

0.2

x 10
Microscopic
Fox

0
time lag [ms]

1
0.8

0
0.02
0.04
0.06
normalized # occurrences

x 10

0

I

0.1

100

−3

0
−1

0
0.1
0.2
normalized # occurrences

0.3

0.1

0.4
0.2

H

Microscopic
Fox

0.6

Autocorrelation

50
time [ms]

G

n 4(t)

10

5

0

Autocorrelation

m3 h1 (t)

m3 h1 (t)

15

10

−5

1

Microscopic
Effective

15

10

F

−3

x 10

Microscopic
Effective

0
time lag [ms]

Microscopic
Fox

D

0
−10

0
0.02
0.04
0.06
normalized # occurrences

100

0.4
0.2

0.1

0.1

0.6

Microscopic
Effective

0.2

Microscopic
Effective

0.25

0.2

50
time [ms]

0.8
Autocorrelation

0.25

0

Microscopic
Effective

0.3
n 4(t)

n 4(t)

0.3

C
1

Microscopic
Effective

0.6
0.4
0.2

0
0.2
0.4
normalized # occurrences

0
−1

Microscopic
Fox

0
time lag [ms]

1

Figure 5.3: Sample time-series of the fraction of open channels no , under
voltage-clamp (V = −40 mV). Panels A-C refer to delayed-rectifier potassium
channels (see Fig. 5.1B and Table 5.2), and panels D-F to fast-inactivating
sodium channels (see Fig. 5.1A and Table 5.2). Black and red traces and dots
result from the simulations of the exact kinetic schemes and from our diffusion approximation, respectively. The continuous traces in A,D are steadystate realisations of the fraction of open potassium and open sodium channels, respectively, while panels B,E display the amplitude histogram. Under
the conditions considered here (360 potassium and 1200 sodium channels),
the Gauss-distributed effective stochastic process approximates well the microscopic model. Panels C,F report the autocorrelation function of channel
noise fluctuations, demonstrating an excellent agreement of the effective and
microscopic simulations (see also Fig. 5.2C,F). Panels G-L repeat the same
comparisons presented in panels A-F, for the Langevin-approximation introduced by Fox and coworkers (Fox, 1997; Fox and Lu, 1994). As in Fig. 5.2H,K
the variance of potassium currents is overestimated (G-H) while the variance
of sodium currents is underestimated (J-K). In addition, the autocorrelation
properties are not reproduced correctly (I,L).
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5.3.2

Spontaneous action potential generation

As the steady-state properties of the fractions of open channels are equivalent in the microscopic and effective models, we tested the full model as in
a current-clamp experimental protocol. In this case, the gating variable V is
not clamped to a fixed value and both passive and active membrane properties arise by the interplay between ion currents. Once injected with a weak
depolarising DC current Iext = 10 pA, both the microscopic and the effective
model neurons fire irregular action potentials [CW96], as shown in Fig. 5.4A.
In the absence of channel noise (i.e., for NNa → ∞ and NK → ∞), 10 pA is
not strong enough to elicit spiking activity as it is below threshold for (deterministic) excitability.
In order to quantify more accurately this phenomenon, we show in Fig. 5.4B
the coefficient of variation (CV) of the interspike interval distribution obtained
simulating the microscopic, effective and Fox’s models (black, red and blue
traces, respectively), for increasing values of the membrane patch area (i.e.,
of the number of ion channels). Note that Fox’s model exhibits no spontaneous
activity for larger cell sizes. On the other hand, the CV of the microscopic
and effective models are very close. Fig. 5.4C shows the corresponding spontaneous mean firing rates: the presence of an “offset” in the results obtained
by the effective model is evident, which is greatly reduced as the membrane
area increases. This is due to the small number of channels in the membrane
patch when the area is very small, against assumption (iii).

5.3.3

Firing efficacy, latency and jitter in response to
monophasic and preconditioned stimuli

In order to perform a direct comparison with the analysis carried out in
[MRW02], a monophasic current pulse of fixed duration and increasing amplitude was applied 10000 times to probe the impact of channel noise on neuronal
evoked responses. In Figure (5.5), panel A displays the firing efficacy (i.e.,
the fraction of trials where a spike was elicited), panel B shows the average latency of the evoked action potential with respect to the stimulation time, and
panel C displays the standard-deviation (i.e., the jitter) of the firing latency.
Black and red traces and dots result from the simulations of the exact kinetic
schemes and from our diffusion approximation, respectively, while in blue we
indicate the results from the simulation of the Langevin-approximation intro-
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Figure 5.4: Spontaneous firing in the microscopic and effective models. When
weakly depolarising DC currents (A, I = 10 pA) are applied to both the
microscopic (black sample trace) and the effective models (red sample trace),
the increase in channel noise variances (see Fig. 5.2C,F) induces a highly
irregular spontaneous emission of action potentials, with qualitatively very
similar properties. In these simulations, both length and diameter of the
neuron are set to 10 µm, and the single channel conductance for both sodium
and potassium channels is 10 pS. Panels B,C show respectively the CV of
the ISI distribution and the mean firing rate as a function of cell diameter:
results are reported for the microscopic, effective and Fox’s models (black, red
and blue traces, respectively). The results of panels B,C refer to spontaneous
activity (i.e., no injected current) with neuron length held fixed at the value
10 µm.
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duced by Fox. The satisfactory agreement between microscopic and effective
models is apparent, whereas simulations according to Fox’s algorithm differ
considerably. Panel D shows the distribution of spike occurrence times, evoked
by a biphasic stimulus over 10000 trials. The distributions of spike times obtained by the microscopic and effective models almost overlap, while Fox’s
distribution has a significantly different shape.
The results we present here for the microscopic and Fox’s models are in close
agreement with those discussed in greater detail in [MRW02].

5.3.4

Reliability of evoked spike timing and response latency

The results shown in Fig. 5.5 refer to the application of either a monoor biphasic stimulus of short duration, in the order of milliseconds. Here,
we extend the previous analysis to the case of significantly longer stimulations: our objective is to study the so-called reliability of spike timing along
the lines of the experimental protocol defined in [MS95]. It is well known
that, as a consequence of channel noise, the reliability of evoked spike timing is higher for current stimuli Iext fluctuating in time than for DC current pulses [MS95, SFS98, WRK00]. Indeed, larger fluctuations induced in
the membrane potential by the driving stimulus transiently hyperpolarise the
cell, thus reducing the variance of channel noise (see Fig. 5.2B,E). A similar phenomenon has been described in the case of inhibitory autapses in the
cerebral cortex [BH06] and it could also be represented at microcircuit-level
by the role of disynaptic inhibition [SM07]. A single-compartmental model
simulation incorporating channel noise can replicate this effect [SFS98] and
constitutes a further benchmark to compare microscopic and effective models. We note that for this analysis, we have chosen the neuron parameters
in order to reproduce the results presented in [MS95]. The agreement between models is very good as shown in Fig. 5.6, where black (red) traces and
markers refer to the microscopic (effective) model. The spike responses to two
repeated identical stimuli were considered: a DC pulse (panel A) and a realisation of an exponentially-filtered white noise (panel B). The raster diagrams
of the spike times (upper plots), as well as the corresponding time histograms
(lower plots), demonstrate that the two models perform in the same way as
the spread and latency of the spike times, in response to the repeated identical stimulation, are practically identical. Finally, a quantitative measure of
both precision and reliability (computed according to [MS95]) provides values
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Figure 5.5: Comparison of firing efficacy, latency and jitter of a sharp current
pulse. Panels A, B and C display the firing efficacy, the average latency
and the jitter of the evoked responses, respectively, after the application of
a monophasic stimulus of duration 1 ms repeated for 10000 trials. Black and
red traces and dots result from the simulations of the exact kinetic schemes
and from our diffusion approximation, and in blue we indicate the results
from the simulation of the Langevin-approximation introduced by Fox. Panel
D shows the distribution of spike occurrence times, evoked by a biphasic
stimulus over 10000 trials: the duration and amplitude of the preconditioning
part are 2 ms and 10 pA, respectively, the duration and amplitude of the second
part are 0.5 ms and 20 pA. In all panels, the neuron is simulated as a single
cylindrical compartment of length and diameter equal to 10 µm and single
channel conductances equal to 10 pS, for both sodium and potassium channels.
The integration time step was set to 5 µs.
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Figure 5.6: Raster plots and peristimulus time histograms (PSTH) for the
timing of spiking responses to repeated identical DC pulses (A) and fluctuating currents (B). Red traces and markers refer to Montecarlo microscopic
simulations of the full model, while black traces and markers refer to the
effective model. The values of reliability (r) and precision (p) are in accordance with those measured in in vitro experiments. In particular, in panel A:
r = 0.9, p = 0.59 ms for the microscopic model, r = 0.9, p = 0.6 ms for the
effective model. Panel B: r = 0.99, p = 0.31 ms for the microscopic model,
r = 0.99, p = 0.33 ms for the effective model. The DC pulse has an amplitude
of 0.25 nA, whereas the noisy stimulus is the same realisation of an OrnsteinUhlenbeck’s process, with mean and standard deviation set to 0.15 nA, and
with autocorrelation time length set to 100 ms.

similar to those measured in in vitro experiments (see figure caption).

5.3.5

Frequency-current (f − i) response curves

For stronger depolarising DC currents Iext , the firing of both the microscopic
and the effective models becomes more regular. The mean firing rate, as
a function of Iext was studied to test the agreement between their evoked
response properties. Fig. 5.7 shows the f − i curves computed over 10 s-long
evoked spike-trains. For each current amplitude, the simulation was repeated
10 times, and firing rates obtained in each repetition were averaged. Error bars
indicate the standard deviation of the firing rate across repetitions. Responses
of both the microscopic and the effective models result in almost identical
variability across repetitions and in both cases the type-II behaviour, typical
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Figure 5.7: Frequency-current (f − i) response curves. Mean firing rate, in response to a DC current injection, studied for increasing stimulus intensities in
both Montecarlo microscopic (black trace) and effective model (red trace) simulations. Single-channel conductance for both sodium and potassium channels
set to 10 pS.

of the deterministic HH model, fades away. This is a known consequence of the
presence of channel noise, which smooths what would be an abrupt transition
from a quiescent to a spiking regime. These irregular transitions occur for
both models in the very same range of input currents (green-shaded region
in the figure), where the membrane potential repeatedly switches between a
resting equilibrium point and a spiking limit cycle (see [SFS98] for an extended
discussion).

5.3.6

Power-spectral density of membrane voltage
fluctuations

We finally compare the power-spectral densities of subthreshold membrane
potential trajectories, obtained in simulations of the microscopic and effective models. We followed closely the numerical analysis of [SMK+ 00], where
a comparison between the microscopic model and a quasi-active linearised
model with phenomenological inductances was instead presented. Once more,
the agreement between the two models is satisfactory: in Fig. 5.8 we show the
results, indicating by thick shaded curves the power spectra computed from
the microscopic model, and by thin solid lines the power spectra computed
from the effective model. The agreement is good over the entire frequency

5.4. Discussion

98
−1

Sv(f) (mV2/Hz) (Log units)

I = −0.15 nA
I = 0 nA
I = 0.15 nA

−4

-6
-6
5

-7

2.
6

1.
5

m

V

m
V

m

V

−7

−10
1

2

3

4

Frequency (Hz) (Log units)

Figure 5.8: Voltage power spectral densities of subthreshold membrane
potential trajectories. Comparison between the microscopic (thick shaded
lines) and the effective (thin solid lines) models. 50 s of simulated recordings of the membrane potential were obtained under weak holding currents
({−0.15, 0, 0.15} nA), resulting in membrane potential traces fluctuating
around an offset ({−72.6, −65, −61.5} mV). Rare spontaneous spikes were
removed from the analysis, excluding the 150 ms preceding and the 250 ms
following each spike. The spectra have been obtained by applying the Welch
method, on moving windows of duration 1 s and overlapping by 0.5 s, and
subsequently averaging the results.

domain, reproducing some of the features that have been experimentally measured in cortical neurons and related to channel noise [JDYJ+ 05].

5.4

Discussion

In this chapter, we introduced the systematic generalisation and improvement
of previous Langevin-based channel-noise effective simulation techniques. By
the diffusion approximation of ion channels population dynamics, we aimed at
efficient and accurate computer simulation of channel noise. Our method approximates correctly the statistical properties of individual ion conductances
(their mean and autocovariance function), matching those emerging from the
Montecarlo simulation of their corresponding Markov schemes. In addition,
both passive and active properties of neuron model simulations are replicated
with satisfying accuracy. While simulating 50 s of model time by a conven-

5.4. Discussion
tional Montecarlo algorithm takes about 22 hours for completion, the same
simulation with very similar statistical features is replicated by the effective
model in only 124 seconds, on a machine equipped with a 2.8 GHz Intel Core
i7, with 16 Gb of RAM, running Ubuntu Linux 9.10. When relating the computation times to the benchmarking provided by [MRW02], our diffusion approximation is only 1.5 times slower than Fox’s algorithm and therefore more
than 4.5 times faster than the fastest available algorithm for exact microscopic simulations [CW96]. Our results have been obtained by custom C++
and NEURON model simulations (see Sec. 5.2), but the implementation of the
method in other languages (MATLAB, Python) or other simulation environments (Genesis, NEST, Brian) is straightforward. Besides the speed increase,
the value of our contribution is threefold: i) mean, variance and spectral properties of fluctuations induced by the stochasticity of individual ion currents are
correctly approximated, regardless of the number of channels; ii) our method
is presented operatively, allowing any deterministic neuron model, whose ion
conductance kinetics is described by a Markov scheme, to be quickly converted into an equivalent stochastic version without involving any heuristics
on the choice of the parameters for extra noise sources; iii) the underlying
assumptions for the validity of our approximation are also indicated with full
details.
In conclusion, we believe that our method could open new possibilities
for the investigations of channel noise impact in morphologically detailed
conductance-based model neurons, as well as in large networks models, where
realism cannot be compromised by computational parsimony. Spike timing
computation in neural networks [KB07] with specific microcircuit architectures [SM07] might be for instance easily complemented by stochastic components of neural excitability, employing detailed neuron models. Finally, the
possibility of further increasing the level of approximation, involving only a
modification of the spectral properties of channel noise without affecting the
accuracy of its variance, may lead to an in depth understanding of what temporal correlation properties are relevant for specific computational neuronal
properties and how channel noise interacts with other noise sources.
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Chapter

Network dynamics identification
Brief – We present a method for the identification of microscopic (at the single-neuron level) and macroscopic (at the
population level) parameters starting from population recordings in which the only observable is the instantaneous firing
rate of the network.
Personal contribution – The material in this chapter is original and is the result of a collaboration with Dr. Maurizio
Mattia.
In Chapters 4 and 5 we have focused our attention on models, deterministic
and stochastic, of single neurons: indeed, the single nervous cell is a natural
choice when one wants to follow a “bottom-up” approach in studying the computational capabilities of the nervous system. Complexity reduction in single
neuron modelling is the result of a trade-off between the tractability of the
description and the capability of mimicking almost all the behaviours exhibited by isolated nervous cells [HGMJ06a]. Nevertheless, inferring the detailed
single neuron dynamics from the experiments is not the only obstacle in the
challenge of a “bottom-up” approach aiming at understanding the emergent
dynamics of neuronal networks. The connectivity structure and the heterogeneities of both the composing nodes and the coupling typologies are among
the key elements which finally determine the ongoing multiscale activity observed through different neurophysiology approaches [SCKH04,DJR+ 08]. The
experimentally detailed probing of these network features is still at its infancy [Mar06b] and strong limitations come from the unavoidable measure
100
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Network dynamics identification
uncertainties. A possible way out is to consider as basic scale for the identification the “mesoscopic” one, in which the computational building blocks
are relatively small populations of neurons anatomically and/or functionally
homogeneous. To this aim, the Volterra-Wiener theory of nonlinear system
identification has been often applied [MN72, Mar93], also to model multiscale
neuronal systems [SCM+ 09].
These population models effectively describe the relationship between input and output firing rates, even under regimes of spontaneous activity in the
absence of external stimuli. Nevertheless, they lack to provide an interpretation of which cellular and network mechanisms are responsible for the activity
regimes observed and modelled. In this chapter, we propose a “middle-out”
approach [Nob02] to overcome this drawback: in this approach, besides a
“bottom-up” paradigm to deal with larger macroscopic scales, other links are
made available towards the microscopic domain at cellular level, whose details
will be inferred in a “top-down” manner from the mesoscopic description of
pooled neurons.
We pursue such objective by adopting a model-driven identification, which
we test on a sparsely connected population of excitatory integrate-and-fire
(IF) neurons. Model neurons incorporate a fatigue mechanism underlying
spike frequency adaptation (SFA) to lower discharge rates that follows a
transient depolarisation of the cell membrane potential [Koc99, HGMJ06a].
Networks of such “extended” IF neurons have a rich repertoire of dynamical regimes, including asynchronous stationary states and limit cycles of
almost periodical population bursts of activity [LRNN00, vVH01, FMT02].
Our model-driven identification relies on a dimensional reduction of the network dynamics derived in [GMD07], which makes use both of a “mean-field”
approximation [AT91, AB97] to describe the synaptic currents as a linear
combination of the population discharge rates, and of a continuity equation for the dynamics of the population density of the membrane potentials [Kni72, BH99, NT00, Kni00, MDG02]. We deliver to the network “suprathreshold” stimuli capable to elicit nonlinear reactions of the firing activity.
From the transient responses we work out the vector field of the reduced dynamics, and, based on the adopted modelling description, we extract a currentto-rate gain function for the neuronal population along with other properties.
We finally exploit the relationship between such network functions and single
neuron features to extract microscopic parameters like the average synaptic
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conductance between coupled cells.

6.1

Theoretical and numerical tools

In this section, we describe both the theoretical – the mean-field theory employed to reduce the dimensionality of the dynamics of a population of neurons
– and the numerical tools – such as the in silico experiments and the associated stimulation protocols – that we subsequently employed to identify the
functions Φ(eff) (c, ν) and τν (c, ν).

6.1.1

Low-dimensional population dynamics

Even when considering as basic component of a network the leaky integrateand-fire neuron (LIF), one of the simplest models of spiking neurons, the
dynamic trajectories of such assemblies might be drawn only on a blackboard
(the “phase space”) with a large enough number of dimensions, at least as large
as the number of neurons. Besides, the network connectivity is intrinsically
heterogeneous such that the matrix of synaptic couplings is often modelled by
a random and sparse selection of neuronal contacts with different efficacies.
The theoretical description of these high-dimensional complex systems is a
formidable challenge. A strategy to tackle this problem is to adopt a “meanfield” approximation [AT91, AB97, BW01, DJR+ 08], which allows to collect
together the plethora of available degrees of freedom by assuming the same
statistics for the input currents to different neurons of the same population.
What might be thought of as a rather rough hypothesis has been proved to be
a direct consequence of the central limit theorem [AT91], which well applies
to the large number of connections on the dendritic trees of cortical neurons
[BS98]. As a result, the membrane potential dynamics of a generic neuron in
a statistically homogeneous population is driven by the instantaneous mean
E[Isyn (t)] and variance V ar[Isyn (t)] of the synaptic current:
Ppre

µ(t) ≡ E[Isyn (t)](t) =

X

Cα Jα να (t)

α=1

(6.1)

Ppre

σ 2 (t) ≡ V ar[Isyn (t)] =

X

α=1

Cα Jα2 να (t)
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where Ppre is the number of presynaptic homogeneous populations projecting
onto the investigated neuronal pool, Cα is the average number of synaptic contacts per neuron from population α, and Jα is the mean post-synaptic current
delivered to the membrane potential after the arrival of a pre-synaptic spike
from population α, also called average synaptic efficacy. The instantaneous
population discharge rate να (t), also named population emission rate, is the
number of spikes N (t, dt) emitted in an infinitesimal time interval by the whole
pool of Nα neurons per unit time and cell: να (t) = limdt→0 N (t, dt)/(Nα dt).
The dynamics of populations composed of “identical” neurons, driven by
fluctuating currents with moments µ and σ 2 , can be described by tracking
the density p(v, t) of cells with membrane potentials around v at time t. The
density p(v, t) obeys a continuity equation where the population discharge
rate να results to be the flux of identical realisations crossing a spike emission threshold, which in turn re-enter around a reset potential value. Such
“population density” approach has been fruitfully used to work out the detailed dynamics of the population emission rate under mean-field approximation [Kni72, AvV93, Tre93, BH99, NT00, Kni00, MDG02], finally reducing the
phase space dimensions of the network to one, the network discharge rate.
Actually, the population density approach allows to take into account
also multi-compartment neuron models characterised not only by the somatic
membrane potential, but also by other ionic mechanisms widely observed in
neurobiology [Kni00, COS+ 02, BHR03, GMD07]. Dimensional reductions of
the network phase space have been obtained also for these model extensions,
by assuming separated timescales for different degrees of freedom or narrow
marginal distributions for the ionic-related variables. Among these, the reduction derived in [GMD07] provides a mean-field dynamics for the population
emission rate coupled to the dynamical equations for the average concentrations of the ions impinging on the membrane potential, like K + . For a single
population (then we omit the index α) of a quite general class of IF neurons
that incorporate a single ionotropic mechanism underlying SFA, the reduced
dynamics is described by the following set of ordinary differential equations:


Φ(eff) (c, ν) − ν
dν


=
≡ G(c, ν)


τν (c, ν)

 dt
(6.2)




dc
c



=− +ν
dt
τc
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where in addition to the population emission rate ν there is a second state
variable c representing the average ionic concentration affecting the potassium
conductances of the neurons and determining the fatigue mechanism responsible for the SFA phenomenon. In the absence of a firing activity, c relaxes to
the equilibrium concentration with a decay time τc ranging from hundreds of
milliseconds to seconds [BK05]. G is the vector field component for the emission rate, a combination of two functions: Φ(eff) is the effective current-to-rate
gain function, which gives the asymptotic discharge rate of a single neuron receiving a fluctuating current with moments µ and σ 2 for a fixed concentration
c. The second function, τν , provides the relaxation timescales of the network.
Both Φ(eff) and τν depend on the infinitesimal moments of the input current:
µ(c, ν) = Crec Jrec ν + Jext νext + gc c
(6.3)
2

σ (ν) =

2
Crec Jrec
ν

+

2
νext ,
Jext

where Crec is the average number of recurrent synaptic contacts, Jrec is the
average recurrent synaptic efficacy, Jext is the average efficacy of synapses
with external neurons and νext is the average frequency of external spike.
Equation (6.3) is a mean-field expression extending that in Eq. (6.1), where
only two populations of neurons have been considered, the local one providing
the recurrent spikes and the external one delivering the barrage of synaptic
events originated by remote populations of neurons.
Equation (6.2) has been proved to reliably predict different nonlinear activity regimes and trajectories in the phase space for a network of simplified
IF neurons, the VIF model introduced in [FM99] (see the next subsection), although the developed theory applies to a wide class of spiking neuron models.
Furthermore, Eq. (6.2) is an ideal representation of the network dynamics for
our middle-out approach providing a low-dimensional mesoscopic description
of a population of neurons which in turn depends on microscopic elements
like the average recurrent synaptic efficacy Jrec and the single neuron gain
function Φ(eff) .

6.1.2

In silico experiments

We evaluated the effectiveness of the introduced identification approach by
applying it to in silico experiments: model networks composed of N = 20, 000
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excitatory IF spiking neurons. Two types of model neurons have been considered with the following dynamics of the membrane potential V (t):
dV
= −f (V ) + Isyn (t) + IAHP (t) ,
(6.4)
dt
where Isyn (t) is the synaptic incoming current and IAHP (t) is the activitydependent afterhyperpolarizing K + current acting as fatigue mechanism for
single cell spiking activity. Model neurons differ for the relaxation dynamics:
i) f (V ) = V (t)/τ for the standard LIF neuron with exponential decay and
time constant τ = 20 ms; ii) f (V ) = β for the simplified IF neuron often
adopted in VLSI implementations (VIF neuron, see [FM99]) with a constant
decay set here to β = 50.9 θ/s, where θ is the emission threshold used in this
case as unit measure. In the absence of incoming spikes, V (t) reaches the
resting potential we set to 0θ. For VIF neurons the resting potential is also
the minimum value of V , a kind of reflecting barrier constraining V (t) to nonnegative values even in presence of the negative drift −β. Point-like spikes
are emitted when V (t) crosses the threshold value θ (set to 20mV and 1 for
LIF and VIF, respectively). After spike emission, V (t) instantaneously drops
to a reset potential H (15mV and 0 for LIF and VIF, respectively), for an
absolute refractory period of τ0 = 2 ms.
The synaptic current Isyn (t) is a linear superposition of the postsynaptic
potentials induced by instantaneous synaptic transmission of the presynaptic
spikes:
X
X
X
Jext,k δ(t − tk ) .
δ(t − tjk − δj ) +
Jj
Isyn (t) =
j

k

k

The k-th spike, emitted at t = tjk by the local presynaptic neuron j, affects
the postsynaptic membrane potential with a synaptic efficacy Ji after a transmission delay δj . Synaptic efficacies are randomly chosen from a Gaussian
distribution with mean Jrec and standard deviation ∆Jrec = 0.25 Jrec . Where
not otherwise specified, Jrec = 0.101 mV for LIF and Jrec = 0.00697 θ for VIF.
The afterhyperpolarizing current IAHP (t) = −gc c(t) models somatic K +
influx modulated by the concentration c(t) of N a+ and/or Ca2+ ions nearby
the soma and proportional to the firing activity of the neuron considered:
X
dc
c
=− +
δ(t − tk ) ,
dt
τc
k

where τc = 250 ms is the decay time and gc = 21 mV/s for LIF and gc = 1.1 θ/s
for VIF. Single neuron ionic concentration c(t) does not have to be confused
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with the fatigue variable at the mesoscopic level introduced in Eq. (6.2), which
in turn characterizes the effective state of the neuronal population. In Sec. 6.2
we will always refer to the latter.
The network connectivity is sparse so that two neurons are synaptically
connected with a probability yielding an average number of synaptic contacts
Crec = 100 and Crec = 200 for LIF and VIF networks, respectively. Transmission delays δj are randomly chosen from an exponential distribution aiming
to mimic the timescales of miniature post-synaptic potential due to the conductance changes of glutamatergic receptors, by setting the average delay to
3.0 ms.
Spike trains {tk } incoming from outside the network are modelled by a
Poisson process with average spike frequency νext = 8.67 kHz and νext =
7.01 kHz for LIF and VIF, respectively. Synapses with external neurons have
efficacies Jext,k randomly chosen from a Gaussian distribution with the same
mean and standard deviation as the recurrent synaptic efficacies. Additional
external stimulations intended to model an exogenous and temporary increase
of the excitability of the tissue, for instance due to an electric pulse stimulation, are implemented by increasing the frequency νext by a fraction ∆νext , as
detailed later.
The above parameters set the networks to have dynamics with global oscillations that alternate periods of population bursts at high firing rate and
intervals of silent, almost quiescent population activity: an example is shown
in Fig. 6.1A. In particular, the networks of excitatory VIF neurons have the
same parameters as those used in [GMD07]. An event-based approach described in [MD00] has been used to numerically integrate the network dynamics.
During the simulation we estimate the population firing rate ν(t) by sampling every ∆t = 10 ms the spikes emitted by the whole network and dividing
this value by N ∆t.

6.1.3

Construction of the bifurcation diagram

For the computation of the bifurcation diagram reported in Fig. 6.7 we proceeded as follows. We first sampled the parameter plane (Jrec , gc ) on an irregular grid composed of 669 points: we chose this approach, instead of using a
regularly-spaced grid as is common practise in the bifurcation analysis of dynamical systems, both for the relative simplicity of this particular diagram and
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for the prohibitive times that would be required to perform a more exhaustive
analysis. Moreover, an irregular sampling of the parameter plane allowed us
to increase the density of points across the bifurcation curves, such as those
that mark the borders of the LAS & GO region. For each pair of parameters
(Jrec , gc ) we simulated a network of N = 20000 LIF neurons for 50 s. For
the classification of the steady-state behaviour, we discarded the first 10 s of
simulation, during which νext was exponentially increased to its steady-state
value. The time course of ν is classified as asynchronous when no population
bursts are present: in this case, it is possible to distinguish between low-rate
and high-rate asynchronous behaviours by simply computing the mean of the
instantaneous firing rate. If population bursts are present, the trace is classified as oscillating: in this case, we must distinguish whether the parameter
pair is in the region where the limit cycle is the only stable attractor or in the
region of coexistence between a stable limit cycle and a stable low-frequency
equilibrium point. To do so, we compute the standard deviation of the interburst intervals (IBIs): if such quantity is less than 0.2 times the mean of the
IBIs, then we classify the parameter pair as in the region with only the stable
limit cycle.

6.1.4

Stimulation protocol

The stimulation consists in varying the frequency νext of an externally applied
current: by varying the magnitude of νext , the duration of the perturbation
and the interval between subsequent stimuli, it is possible to reach almost all
significant regions of the phase plane (c, ν). An example of a simple stimulation protocol is shown in Fig. 6.1A: here, two stimuli have been applied during
the periods depicted as orange shaded strips. During the stimulation, the frequency νext of the external current is increased by ∆νext and the state of the
system at the end of the stimulation is taken as a new initial condition. The
upper trace in Fig. 6.1A displays the recorded time evolution of ν(t), whereas
the lower trace is the corresponding fatigue variable c(t) at the population
level (see next subsection).

6.1.5

Fatigue dynamics reconstruction

Given a fixed value of τc , the time course of c at population level can be
obtained by numerically integrating Eq. (6.2). We have used forward Euler
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for all our simulations, resulting in an update formula that reads


dt
c(t + dt) = 1 −
c(t) + ν(t) dt
τc

(6.5)

where dt = 10 ms is the integration step corresponding to the sampling period
of population discharge rate in the simulations. An example is shown in the
lower part of Fig. 6.1A.
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Figure 6.1: Vector field probing by external stimulation. A: Population
firing rate ν(t) from the simulation of a VIF neuron network (top, black trace)
following sudden changes of ∆νext (vertical dashed lines, see text for details).
Bottom grey curve: fatigue variable c(t) numerically integrated from Eq. (6.2)
using the above ν(t) and assuming a value of τc = 250 ms. B: Integrated
network trajectories in the phase plane (c, ν) for three different values of τc .
The 20 coloured trajectories are from 20 different initial conditions determined
by the duration and intensity of the external stimulations.

6.1.6

Generation of the fitting data

For a given τc , starting from a set of trajectories composed of the measured
discharge rate ν and the reconstructed fatigue variable c, we want to estimate
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the vector field of system 6.2. In order to do so, by applying the finite difference
method to the trajectories, we obtain values of G on an irregularly distributed
set of points in the plane (c, ν). The reason for using a variable stimulation
protocol – not only in terms of magnitude or duration of the perturbation, but
also in terms of the interval between subsequent stimuli – lies in the fact that
our final goal is to obtain trajectories that are as spread as possible on the
phase plane: indeed, by uniformly covering the phase plane with trajectories,
we can obtain an accurate estimation of the vector field of system 6.2 [DS07].
It is worthwhile noting that this kind of procedure, which we have described and employed for the analysis of data obtained in silico, can be applied
seamlessly to data obtained either in vitro or in vivo, for example to local field
potentials obtained from extracellular recordings.

6.1.7

Usage of splines for interpolation

In this work, we have used the Matlab Spline Toolbox to obtain objects that
represent the functions that we want to estimate – namely, G, Φ(eff) and τν –
on the whole phase plane. In particular, we have used thin plate smoothing
splines for G since this function is available on an irregularly spaced grid, and
cubic smoothing splines for Φ(eff) and τν .
We remark that for both these representations the user can provide a socalled smoothing-factor, i.e., a value in the range [0, 1]: 0 corresponds to the
least-squares approximation of the data by a linear polynomial, whereas 1
corresponds to a spline which interpolates the data. This parameter is critical
especially in the estimation of G, since too high values would lead to a very
noisy vector field that in turn leads to numerical instability during the integration of system 6.2. On the other hand, very low values of the smoothing factor
correspond to extremely smooth G functions that are unable to replicate the
oscillating behaviour characteristic of the network, since the only attracting
state is the equilibrium located at low frequencies. More precisely, we have set
the smoothing factor to 0.01 and 0.025 for networks composed of LIF and VIF
neurons, respectively. We also remark that other values in the neighbourhood
of the ones we chose provide qualitatively analogous results, in terms of the
behaviours that system 6.2 can reproduce.
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Results

The whole identification procedure is depicted in Fig. 6.2: in the following,
we shall discuss in greater detail each block present in the flow chart.
νext

{τc}
stimulation
protocol

Neural
population

Φ(eff)(c,ν)
τν(c,ν)

ν(t)

Reconstruction of the
adaptation variable

1) Reference values:
i) Nullclines
ii) “Drift dominated”
regime
iii) “Noise dominated”
regime
2) Fitting model of Φ(eff)

c(t)

Generation of the
fitting data and
estimation of
the optimal τc

G(c,ν)

{G(c,ν)}

Thin plate
smoothing
spline

Figure 6.2: Flow chart of the identification algorithm. The procedure starts (top left corner) with a network of neurons externally stimulated
through the protocol described in Sec. 6.1. The measured instantaneous firing
rate ν(t) is used to reconstruct, given a certain value of τc taken from the
set of feasible values {τc }, the time course of the fatigue dynamics c(t). The
time course of the state variables (c(t), ν(t)) is then employed both in the
estimation of the optimal τc and in the generation of the fitting data (the set
of values {G(c, ν)} on the phase plane). These sparsely distributed values are
subsequently interpolated using a thin-plate smoothing spline to obtain the
function G(c, ν) defined over the whole phase plane. G(c, ν), together with
various reference values and a fitting model for Φ(eff) , allow to reconstruct both
the effective gain function Φ(eff) (c, ν) and the network relaxation timescales
τν (c, ν).

6.2.1

Vector field probing through stimulation

We pursue the identification of the neuron network parameters following an
opposite approach to those confining the system to linearly respond to small
perturbations. Here, we exploit the nonlinearity of the network dynamics in
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order to have a phase space widely and spontaneously covered by trajectories,
without driving it by means of an exogenous and continuous stimulation. As
shown in Fig. 6.1A, we deliver at random times (see Methods for details) brief
“aspecific” stimulations to the network (vertical dashed lines). Depending on
the state of the system, stimuli may or may not elicit a population burst, or
more in general a large deviation from its equilibrium condition. This allows
to overcome an obvious experimental constraint: since we are dealing with
networks of neurons, we cannot set their initial conditions at will. Here the
state of the neuronal pool at the end of the stimulation is taken as a new
starting point from which the system will begin a new relaxation dynamics.
Besides, we assume that the population dynamics is effectively described
by trajectories in the two-dimensional phase space (c, ν). Such dynamics is
expected to follow the autonomous system in Eq. (6.2) for a wide class of
spiking neuron networks, as detailed in Sec. 6.1. We consider as the only
experimentally accessible information the instantaneous firing rate ν(t). From
it, the fatigue dynamics c(t) can be reconstructed by using the second equation
in system 6.2 (see Fig. 6.1A, bottom plot and Methods for details) for a chosen
adaptation time constant τc .
Fig. 6.1B clearly shows how the relaxation trajectories following a stimulation critically depend on the chosen τc . Furthermore, it is also apparent how
the nonlinear dynamics of the network react to similar external stimulations in
a state-dependent manner, bringing the system each time to a different initial
condition (coloured circles at the beginning of each trajectory in Fig. 6.1B).
From this point of view the complexity of the system helps the “exploration”
of its phase space without resorting to complicated stimulation strategies.
Starting from these effective trajectories, a two-dimensional effective vector
field (ċ, ν̇) can be estimated. This is the first step towards the identification of
the recovery time τc , the gain function Φ(eff) (c, ν) and the neuronal relaxation
timescale τν (c, ν), that characterise the network dynamics at different levels of
description. Indeed, as detailed in the Methods, these constants and functions
result from a mean-field theory of the neuronal networks that links together
population and single neuron descriptions: the mesoscopic and microscopic
levels, respectively.
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6.2.2

Searching for the optimal vector field

By further inspecting the trajectories reconstructed for different values of τc ,
we can observe that curve intersections occur mainly for small and long adaptation timescales. This is apparent looking at cyan-green and dark-red trajectories in the left and right panels of Fig. 6.1B. Since system 6.2 describes
a smooth vector field composed of ordinary differential equations, multiple
solutions are not allowed, and this means that only one trajectory is expected
to go through on point in the phase plane. Intersections are then not allowed
and if they appear, it might be due to an incorrect value of τc or to an inadequate modelling of the system, for instance because more than two state
variables are needed. Although the latter motivation seems the most likely
due to the huge number of degrees of freedom (i.e., the number N = 20, 000
of VIF neurons in the network here used), intersections practically disappear
by setting τc = 250 ms (central panel of Fig. 6.1B). Not surprisingly, this is
the exact value of τc set in the example simulations.
From such qualitative intuition, we looked for an optimality measure of the
adaptation timescale by inspecting the cross-correlation between the available
population firing ν(t) and the reconstructed c(t). After a population burst,
either spontaneous or induced by stimulation, adaptation is expected to reach
a maximum level making almost quiescent the following firing activity of the
network. This is the beginning of a recovery phase in which discharge rate
increases as c(t) relaxes to its resting level c = 0. During this period c(t)
and ν(t) are expected to be anti-correlated. We tested such relationship by
computing the correlation degree between the measured population discharge
rate and the reconstructed adaptation level for a wide range of values of τc .
For each τc , we averaged c(t) and ν(t) in the 100 ms windows at fixed time
lag ∆t from the stimulation times. In Fig. 6.3A, such correlation degrees are
plotted for a set of ∆t and each of them displays a maximum anti-correlation
occurring at different τc , as highlighted by the black circles. Interestingly, the
largest anti-correlation is obtained for an optimal ∆t = 0.391 s, pointed out by
the vertical dashed line in Fig. 6.3B and roughly corresponding to the average
duration of the elicited population bursts. The correlation degree for this optimal time lag has an absolute minimum for τc = 257 ms (see inset in Fig. 6.3B).
This value closely matches the parameter set in the simulation (τc = 250 ms),
confirming the reliability of the optimality criterion here described.
The estimate of τc , together with aspecific stimulations, allows for the re-
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Figure 6.3: Optimal adaptation timescale and vector field estimate.
A: Dependence on τc of the correlation degree between average ν(t) and c(t)
in the 100 ms periods at fixed time lag ∆t from the beginning of reconstructed
trajectories. Each curve correspond to a different ∆t in the range [0.3, 0.8] s,
colour coded from blue to red, respectively. Circles point out the maximum
anti-correlation for each ∆t. B: Maximum anti-correlation versus ∆t. Circles
are the same as in Panel A. The dashed line at ∆t = 0.391 s marks the minimum correlation degree. Inset: correlation degree versus τc for the optimal
∆t. A circle marks the minimum at the optimal τc = 257 ms. C: Estimated
G(c, ν) in the phase plane (c, ν) setting τc to its optimal value: solid curve,
nullcline ν̇ = 0; dashed line, nullcline ċ = 0. Simulated network parameters
as in Fig. 6.1.

6.2. Results

114

construction of a rich repertoire of trajectories filling the (c, ν) phase plane,
as shown in Fig. 6.1B. The time derivatives of such trajectories computed by
applying a finite difference method provide a sparse estimate of the G(c, ν)
component of the vector field of system 6.2. In Fig. 6.3C we illustrate the results of such further step in the identification of the model-driven whole population dynamics. We smoothed the extracted rough field by a least square fit
with a third-order spline surface (see Methods for details), eventually plotted
as a colour map. From the identified field components, we can work out the
nullclines ν̇ = G(c, ν) = 0 and ċ = c/τc − ν = 0, depicted as solid and dashed
black curves in Fig. 6.3C, respectively, which provide direct information on
the accessible dynamical regime of the system.

6.2.3

Extracting Φ(eff) from the vector field

Unfortunately, the availability of the vector field does not provide enough
information to identify the unique mean-field functions Φ(eff) and τν . In
principle, an infinite set of functions can satisfy the expression for G(c, ν)
in Eq. (6.2). To overcome such degeneration, we resorted to some general
model-independent hypothesis applicable to particular discharge regimes of
the neurons.
In the presence of an intense barrage of excitatory synaptic events, the
spike emission process is almost completely driven by the infinitesimal mean
of the incoming current µ(c, ν) of Eq. (6.3). The generated spike trains are
rather regular and at high frequency, because the membrane potential rapidly
reaches the emission threshold following a constant refractory period τ0 . In
this strongly “drift-dominated” regime with large µ(c, ν), inter-spike intervals
(ISIs) are only mildly modulated by fluctuations of the input current [Tuc88,
FM99, MDG02], and membrane potential dynamics in Eq. (6.4) reduces to
that of a perfect integrator V̇ = µ. The leakage current f (V ) is neglected
and the spike emission process becomes model-independent, and hence well
suited also for biologically detailed descriptions. The time needed to reach
the threshold θ starting from the reset potential H, together with τ0 , simply
determine the average ISI and the corresponding output firing rate:
Φ(eff) (c, ν) ≃

1
=
τ0 + hISIi

1
.
θ−H
τ0 +
µ(c, ν)

(6.6)

From the mean-field theory summarised in Eq. (6.3), µ(c, ν) is a linear com-
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bination of the synaptic event rate ν and the adaptation level c:
µ(c, ν) = µ0 − µc c + µν ν .

(6.7)

The coefficients µ0 , µc and µν are unknown in our idealised in silico experiments, together with τ0 and θ − H in Eq. (6.6). Nevertheless, we can
estimate in the “drift-dominated” regime some of their ratios, relying on the
extracted nullclines (see Fig. 6.3C). Starting from the two previous expressions, Φ(eff) (c, ν) = ν (which is valid on the nullcline ν̇ = 0), implies the
following relationship:
c(ν) =

µ0 µν
ν
θ−H
+
ν−
,
µc
µc
µc 1 − ν τ 0

(6.8)

where c(ν) is the implicit function solving the nullcline definition G(c(ν), ν) =
0.
For clarity, Eq. (6.8) can be rewritten as
c(ν) = A + Bν − C

ν
,
1 − Dν

(6.9)

where ν and c are the independent and dependent variables, respectively, and
A = µ0 /µc , B = µν /µc , C = (θ − H)/µc and D = τ0 are the parameters
to be estimated. To obtain the values of the coefficients, we have used the
Optimization Toolbox included in Matlab in order to minimise the following
error measure:
np
X
(6.10)
|c(νip ) − cpi |,
Err =
i=1

(cpi , νip )

where
are the raw points that describe the nullcline and the sum runs
over a certain number np of points. The optimisation was repeated for 100
trials with different random initial guesses for the coefficients, in order to avoid
local minima in which the optimisation algorithm might remain trapped: the
best set of coefficients was then computed as the mean value of the coefficients
resulting from the 10 optimisation runs that gave lower error values. We
have verified that, in the specific case under consideration, the lower error
values are associated to sets of coefficients that are very close to each other
in the parameter space. As a consequence, our optimisation procedure gives
consistently the same results, indicating that the computed coefficients indeed
correspond to a global minimum of the cost function.
Fig. 6.4A shows the best nonlinear fit (red curve) of the data from the field
identification (black curve, the same as that in Fig. 6.3C), based on Eq. (6.8).

6.2. Results
Only the nullcline points above the top knee have been considered, because
there the high output firing is expected to be obtained in a strongly driftdominated regime. Interestingly, the fit has reliably returned the theoretical
refractory period τ0 = 2 ms and a ratio µν /µc = 1.12 s, very close to the
expected µν /µc = 1.27 s.
The assumption of an effective gain function depending only on the mean
current µ given by the linear combination in Eq. (6.7), yields to a simple geometric property: Φ(eff) is constant when computed on a straight line parallel
to ν = µc /µν c in the plane (c, ν). From the previous nonlinear fit we know the
slope of these lines. Besides, the red nullcline branch shown in Fig. 6.4A provides the reference values in this drift-dominated regime for the effective gain
function, being there Φ(eff) = ν. Both these considerations allow us to extract
Φ(eff) (c, ν) in the wide range of the phase plane depicted in Fig. 6.4B. The
coloured region code for the identified output firing rate, while the remaining
white area is where no hints are available for Φ(eff) .
On the other hand, Fig. 6.4C shows that the identified field component G
on the ν = 0 axis (black curve) well fits the exponential G0 exp(−c/γ) (red
curve). Furthermore, from Eq. (6.2) the gain function on the same axis is
Φ(eff) = τν G, such that Φ(eff) = 0 when G(c, 0) = 0. The exponential decay
of the output discharge rate for increasing adaptation level can be explained
by considering the spike emission process mainly due to large random fluctuations of incoming synaptic current: a “noise-driven” firing regime [FM99]. In
the absence of a recurrent feedback (ν = 0), synaptic activity is elicited by
spikes from neurons outside the local network. The superposition of enough
excitatory events in a small time window may overcome the self-inhibition current dependent on c. The larger c, the lower the likelihood of having a strong
enough depolarisation capable of causing the emission of a spike. Similarly
to the escape problem of a Brownian particle from a potential well [Ris89],
the output discharge rate depends exponentially on the distance of the membrane potential from the emission threshold, which is in turn proportional to
the current drift µ [Tuc88]. Conservatively, we then can say that for c > 6γ,
Φ(eff) (c, 0) ≃ 0. The same approximation holds for the points in the phase
plane where µ(c, ν) < µ(6γ, 0). The top boundary of such region is the blue
dashed line in Fig. 6.4B: its slope is µc /µν , as previously estimated.
The two regions of the phase plane making that make available an estimate
of the effective gain function, together with the nullcline Φ(eff) = ν, provide
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118

100
80
60
40
20

80
60
40
20
2

4

6

8 10 12 14 16
c (a.u.)

C 120

100
80
60
40
20

ν (Hz)

100
80
60

T heoretical Φ(eff) (Hz)

0

100
80
60
40
20
0

20
6

8 10 12 14 16
c (a.u.)

40

60 80 100 120
ν (Hz)

60

20
4

20

80

40

2

0

= 0.6
= 4.8
= 9.0
= 13.2
= 17.4

100

40

0

c
c
c
c
c

D 120

ν (Hz)

ν (Hz)

100

B 120

Idenfitied Φ(eff) (Hz)

A 120

Identified Φ(eff) (Hz)

6.2. Results

0

T heory
Identif.

2

4

6

8 10 12 14 16
c (a.u.)

Figure 6.5: Identification of the gain function Φ(eff) . A: Contour plot
of the identified gain function Φ(eff) (c, ν) starting from the reference values
extracted in Fig. 6.4 (white region, Φ(eff) < 0.5 Hz). Solid and dashed black
curves, the same nullclines of the vector field as in Figs. 6.3 and 6.4. B:
Identified Φ(eff) sections at different c (see inset for colour code). Black dashed
line, Φ(eff) = ν. C: Contour plot of Φ(eff) from mean-field theory for model
parameters as in Fig. 6.1 (white region, Φ(eff) < 0.5 Hz). Black curves as
in Panel A. D: Theoretical nullcline Φ(eff) = ν (red) versus the one from the
identified G(c, ν) (black, the same as in Panel A and C).

6.2. Results
a sparse representation of the whole Φ(eff) surface. Besides, the gain function
at fixed c is expected to be regular and with a sigmoidal shape. Randomness of the input current grants the smoothness of the surface. When the
drift µ(c, ν) is lower than a rheobase, neurons stop to fire and Φ(eff) shows a
discontinuity (see for instance [GK02, LGSF08]). Under noise-driven spiking
regimes such irregularity disappears, because current fluctuations allow for
the emission of spikes even for values of µ lower than the rheobase (for review,
see [Bur06, LGSF08]). Hence, assuming fluctuating synaptic currents usually
observed both in vivo and in vitro, we model the whole Φ(eff) surface as a
“thin-plate smoothing spline” [Wah90] with a rigidity parameter minimising
the difference between the model and the available estimates of the gain function (see Methods for details). The fitting result is shown in Fig. 6.5A. In
Fig. 6.5B Φ(eff) (c, ν) sections at different adaptation levels c show the almost
threshold linear behaviour of the VIF neurons [FM99] and the smoothness
around the rheobase current, where output rate approaches the “no firing”
region. It is also apparent the effect of the self-inhibition due to the considered fatigue mechanism: for increasing values of c, the gain function is almost
rigidly shifted to the right, thus reducing the output discharge rate in response
to the same input ν.
The reliability of the identification is proved by the close resemblance between the estimated Φ(eff) and the theoretically expected surface shown in
Figs. 6.5A and C, respectively. A deeper inspection matching the nullclines
Φ(eff) (c, ν) = ν emphasises the existence of a significant discrepancy at high
output discharge rates, where in Fig. 6.5D theoretical and identified nullclines
(red and black curves, respectively) slightly diverge. Such mild difference
should not be attributed to a failure of the identification process, but rather
to the limitations of the mean-field theory. Indeed, the diffusion approximation requires small post-synaptic potentials and large input spike rates. At
drift-dominated regimes, such constraints are more stringent to accurately describe the probability distribution of the membrane potentials of the neuronal
pool [SOK00].

6.2.4

Identification of the network timescale τν

Now that we have a reliable gain function Φ(eff) over the whole phase plane
(c, ν), we can directly obtain the timescale function τν from Eq. (6.2) with the
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identified field G:
τν (c, ν) =

Φ(eff) (c, ν) − ν
.
G(c, ν)

Because in this expression small values of G yield large uncertainties in τν , we
avoid to consider the above estimate in the region of the phase plane where
|G| < 800 s−2 , around the nullcline ν̇ = 0. Even in this case, the lacking values
of τν are recovered using a thin-plate smoothing spline fitting of the available
edges of the surface (see Methods for details). The resulting τν (c, ν) is plotted
in Fig. 6.6A. Interestingly, the sections of this surface at increasing adaptation
level c show the existence of τν maxima at increasing output rate ν. A plateau
at high frequencies is also apparent. At least qualitatively, both these features
confirm the theoretical predictions in [GMD07], where an activity-dependent
relaxation timescale has been reported for spiking neuron networks.
The estimated relaxation timescale (less than 10 ms) highlights how fast
the network dynamics is if compared to the average duration of the population
bursts (hundreds of milliseconds) and to the inter-burst intervals (seconds).
We stress this issue because the nonlinear network dynamics is a complex
combination of the state of the system, the network properties and the neuronal and synaptic microscopic composition. Simply looking at the activity
decay following an external stimulation does not directly provide an easy way
to infer such network timescales, as shown in Fig. 6.6C. The asymptotic value
of the time constant of the exponential activity delay following stimulations
just after the last population burst gives only a rough indication (see inset of
Fig. 6.6C).
Eventually, we complete the identification process by testing the dynamics
of the system following Eq. (6.2) by using the estimated Φ(eff) , τν and τc .
The numerical integration of such system returns orbits in the phase plane
in a remarkable agreement with those obtained using the field component G
resulting from the in silico experiments (see Fig. 6.6D).

6.2.5

The microscopic level across bifurcations

So far, we introduced our middle-out and model-driven identification approach
probing its effectiveness on a relatively simple in silico experiment, i.e., a network of homogeneous VIF neurons. Nevertheless, the theoretical bases of the
method are rather general, and make it suited also for more detailed and
sophisticated spiking neuron models, and eventually to controlled biological
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preparations like in vitro brain slices and cultured neuronal networks. Furthermore, the dimensional reduction of the network dynamics in [GMD07], on
which the method presented here relies, is independent on the dynamical activity regime, even in the presence of a rich repertoire of collective behaviours
in the phase diagram.
Bifurcation diagram of LIF neuron networks
Here, we exploit such potentials by devising an in silico experiment in which
a network of excitatory LIF neurons changes its dynamical behaviour after
modulation of some microscopic parameters. As in an in vitro experiment,
we probe in simulation the spontaneous activity of the neuronal pool when
some “virtual” glutamate receptor against and/or antagonist modulates the
strength Jrec of the recurrent synaptic couplings. Besides the regulation of
the excitability of the network, we simultaneously change the intensity of the
self-inhibition responsible for the spike frequency adaptation, by varying gc .
Hence, we carry out a bifurcation analysis of the network activity sampling intensively the plane (Jrec , gc ) (see Methods for details). The result of
such bifurcation analysis is summarised in Fig. 6.7A, where different colours
denote different asymptotic dynamical behaviours. In the low-rate asynchronous state (LAS, green region), the only stable attractor is an equilibrium point, corresponding to low-frequency network activity (example in
Fig. 6.7B: Jrec = 0.102 mV and gc = 21 mV/s). The global oscillations (GO,
cyan region), where the only stable attractor is a limit cycle that corresponds
to periodic population bursts (example in Fig. 6.7D: Jrec = 0.112 mV and
gc = 21 mV/s). In the thin orange region (labelled as LAS & GO), two stable attractors coexist, namely a low-frequency equilibrium and a limit cycle
(Fig. 6.7C: Jrec = 0.106 mV and gc = 21 mV/s). Finally, the high-rate asynchronous state (HAS, pink region) is where the only stable attractor is an equilibrium point, corresponding to high-frequency network activity (Fig. 6.7E:
Jrec = 0.086 mV and gc = 3 mV/s). The only bistable state – at least for the
considered parameter sets – is LAS & GO: in the deterministic infinite-size
limit, the system would end up on one of the two stable attractors depending on the initial condition and would switch only after the application of an
external stimulation; in the case of realistic neuronal networks, finite-size fluctuations due to the endogenous noise sources can induce spontaneous switches
between states. We also point out that in Fig. 6.7B and E, simulations display
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also the initial transient evolution of the population discharge rate ν(t), during which the externally applied current νext exponentially adapt, increasing
from 0 to its steady state value.
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It is interesting to note the similarities of the carried out bifurcation analysis with an analogous bifurcation diagram reported in [GMD07] for excitatory
VIF networks. At least qualitative, similar dynamical states are displaced in
the same relative positions. HAS regimes have been found for relatively mild
spike frequency adaptation, whereas above it an increasing synaptic strength
yields in sequence to have firstly one asynchronous state (LAS), then the coexistence of two stable states (LAS & GO) and eventually a periodic population
bursting activity (GO).
Microscopic features from mesoscopic identification
Taking into account the information provided by the diagram in Fig. 6.7, we
exploit the robustness of our identification method with respect to the crossing
of bifurcation boundaries. To this end, we fix gc = 20 mV in order to cross a
reasonably large interval of LAS & GO behaviour and sweep Jrec in the range
[0.096, 0.108] mV (red dashed line in panel A of Fig. 6.7). For each value of
Jrec , we apply the method described in the previous sections to estimate G,
τc , Φ(eff) and τν .
The results are presented in Fig. 6.8: the top panel shows the shape of the
nullcline ν̇ = G = 0 as a function of Jrec . In particular, as Jrec is increased, the
shape of the nullcline ν̇ = 0 changes and the equilibrium point corresponding
to the intersection with the nullcline ċ = 0 (black dashed line in panel A)
looses its stability at the frontier between the LAS & GO and GO regions.
The limit cycle that appears by crossing this subcritical Hopf bifurcation is
unstable and exists in the LAS & GO region. At the border between the LAS
and LAS & GO regions the unstable cycle collides, through a fold bifurcation
of cycles, with the stable limit cycle that describes the oscillatory behaviour
of the network shown in both the LAS & GO and GO regions.
The approximation at drift-dominated regime for the nullcline in Eq. (6.8)
is also well suited for networks of LIF neurons, as testified by the remarkable match between dotted and solid nullclines in Fig. 6.8A. This confirms
the expected wide applicability of the functional expression for the nullcline
to a wide class of spiking neuron models. The identification of the adaptation
timescale τc provides also for these networks values very close to the corresponding parameters set in the simulations, providing a further confirmation
of the reliability of our approach for different models and dynamical regimes.
At this point, having identified the gain function Φ(eff) for a set of different
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values of Jrec , we investigate the relationship between the mesoscopic and the
macroscopic description levels of the system. At relatively high output rates,
like during the occurrence of a population burst, the recurrent activity in the
network is predominant. At the same time, the firing rate of the single neuron
is not so high to be influenced by the refractory period. Under these conditions, we expect Φ(eff) to be a linearisable function of Jrec ν, the recurrent
component of the input synaptic current from Eq. (6.3). We tested such prediction, looking Φ(eff) (c, ν) at c = 6 and ν = 110 Hz and finding a remarkable
linear correlation with Jrec , as plotted in Fig. 6.8B. We point out that similar
results can be obtained for other values in the neighbourhood of the point
(6, 110 Hz), and, more generally, a correlation between Jrec and Φ(eff) can be
observed in large regions of the phase plane. We furthermore stress the relevance of this result, which provides a tool to estimate the synaptic coupling
Jrec of a network (a microscopic feature) based on the mesoscopic effective
gain function Φ(eff) of the neuronal pool. Such link between different levels
of description of an intact network of spiking neurons in a model-driven way
may provide average microscopic details like the absolute refractory period τ0
and other single neuron parameters.

6.3

Discussion

In this chapter, we have presented a method that, starting from the transient
responses of a network of excitatory integrate-and-fire neurons, allows us to
identify both macroscopic features, such as the function G in the vector field of
the reduced dynamics given by Eq. (6.2) and the network timescales function
τν , and microscopic features, namely the current-to-rate gain function Φ(eff) ,
the value of the parameter τc and the average synaptic conductance between
coupled cells Jrec .
It is worthwhile remarking that our stimulation approach is different from
the ones used to study the linear response properties of a biological system.
We use stimulation to drive the system in an unexpected dynamic condition
and then we follow the nonlinear relaxation properties outside the stimulation period. This out-of-stimulation identification allows to explore the bona
fide network dynamics, by avoiding artifacts due to artificial inputs, like sinusoidal or randomly fluctuating intra- or extracellular electric field changes.
Furthermore, this extends the applicability of the approach to the less con-
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trolled experimental conditions available when the intact tissue is probed in
in vivo preparations.
In conclusion, the strong theoretical foundations of the method, together
with its applicability to more complex scenarios (networks composed of “homogeneous” populations of neurons) lead us to believe that our procedure is
well suited for application eventually to real-world situations: a possible example is given by in vivo population recordings of sleep-wave cycles, where
dynamical behaviours similar to those we have studied in this chapter can be
observed.
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Chapter

Conclusions
Son of man,
You cannot say, or guess, for you know only
A heap of broken images
The Waste Land
T.S. Eliot

In this thesis we have presented various applications of the theory of dynamical
systems.
We have first discussed, in Chapter 2, two numerical tools for the analysis of
dynamical systems: the first one is bal, a software library that allows one to
perform in a simple and efficient way a large number of integrations of systems
described by set of ordinary differential equations of the form
ẋ = f (t, x).
The second one is a technique, based on the solution of a boundary value
problem, that can be effectively employed to perform the harmonic analysis
of periodic oscillators.
Among the applications of the tools described in Chapter 2, we remark that
bal has been extensively used in Chapter 3, to numerically integrate a model
of phase-locked loop described as a switch system, and in Chapter 4, to perform an in-depth bifurcation analysis of the Hindmarsh-Rose neuron model.
It is worthwhile stressing that the applicability of bal is not limited to the
bifurcation analysis of dynamical systems; it can be successfully employed in
all cases in which many integrations have to be performed, such as in the computation of finite time Lyapunov exponents used for calculating Lagrangian
coherent structures [SLM05].
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Conclusions
Chapters 3 to 6 deal with applications of the theory of dynamical systems:
the fields of application are as diverse as electronics and computational neuroscience, but in our opinion this is one of the great strengths of a general
theory that encompasses a wide variety of fields. More in detail, in Chapter 3
we have studied two kinds of electronic oscillators, focusing our attention on
the stability analysis in one case and on the development of a model and the
identification of its parameters in the other.
As already mentioned, the last three chapters are dedicated to topics in
the field of computational neuroscience. One of the most recurring questions
in neuroscience is the following: what is the right level of description of the
nervous system? Obviously, an answer on which everyone agrees hasn’t been
given, yet. Our opinion, though, is that there may not be a right level of
description for any problem, but rather different levels are most suited for
different applications. In this thesis, we have considered three different levels
of description: in Chapter 4 we have studied the Hindmarsh-Rose neuron
model, which is able to reproduce a wide variety of qualitative behaviours
of real neurons. Its flexibility is due to the presence of a certain number of
parameters, and therefore, in order to be able to tune them appropriately for
the application at hand, a bifurcation analysis is mandatory. With Chapter 5
we made a step towards a higher biological plausibility of the model, both
by employing a Hodgkin-Huxley-type neuron and by considering the influence
of channel noise on the membrane potential dynamics. Models of this kind
could help in systematically dissecting the role played by endogenous sources of
noise at the neural microcircuit level. Finally, in Chapter 6, we have adopted
a completely different point of view and considered as basic building block
not the single neuron but rather small networks of functionally similar cells,
modelled as integrate-and-fire neurons. With this setup, and resorting to a
mean-field theory, we have been able to identify various features, both at
the level of the network (its characteristic timescales function) and at the
neuron level (its current-to-rate gain function and the time constant of calcium
dynamics involved in the adaptation of spiking frequency).
Obviously, much of the work presented in this thesis could be further extended. Some possible directions of investigations are the following: in Chapter 3 the VCO is a deterministic device: it would be interesting to consider the
effects of noise (which is inevitably present in any electronic device). It might
also be worthwhile to consider other parts of the complete PLL as nonideal
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and study the effects of such nonidealities on the overall performances.
The model developed in Chapter 5 could be effectively employed in the experimental setup known as dynamic-clamp [BG11], to study in real-time the
consequences of channel noise in the nervous system.
Finally, a natural prosecution of the methodology described in Chapter 6
would be to extend it to at least two neuronal pools (one excitatory and one
inhibitory, to form a so-called balanced network [vVS96, vVS98]) and then to
apply it to experimental data.
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The Ornstein-Uhlenbeck’s
stochastic process
Since the Ornstein-Uhlenbeck’s stochastic process has been referred to repeatedly in Chapter 5, here we concisely review its definition and its practical
numerical simulation. A realisation of this process, say x(t), can be operatively defined as the exponential filtering of a Gauss-distributed white noise.
Abusing the notation of ordinary differential equations, x(t) is the solution of
√
τx ẋ = − x + σx 2 τx ξ(t).
(1)
The term ξ(t) represents a stationary Gauss-distributed stochastic process,
which is a white-noise, fully specified by its mean ξ¯ = 0 and covariance
Φξ (∆) = δ(∆).
By linearity, x(t) is also Gauss-distributed [PP02] and characterised by
non-stationary mean x̄(t) and covariance Φx (t, ∆):
x̄(t) = < x(t) > = x0 e−(t−t0 )/τx
Φx (t, ∆) = < (x(t + ∆) − x̄(t + ∆)) (x(t) − x̄(t)) > =


= σx2 1 − e−2 (t−t0 )/τx e−|∆|/τx .

(2)
(3)

These quantities converge to stationary values after a time of the order of
τx , so that at the steady-state x(t) has mean and variance equal to zero and
σx2 , respectively, and an exponentially-decaying autocorrelation function, with
time constant τx .
For the purpose of obtaining independent realisations of x(t) in computer
simulations, a discrete-time equivalent of Eq. (1) must be employed to generate
a sequence of values y(t0 ), y(t1 ), ..., y(tk ), .... A simple iterative update formula
is available,
p
y(t + dt) = e−dt/τx y(t) + σx 1 − e−2dt/τx ξ̃,
(4)
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which requires the generation of a Gauss-distributed pseudo-random number
ξ˜ at each iteration, with zero mean and unitary variance [PTVF07]. Such an
iterative expression is exact, in the sense that dt neither needs to be uniform
nor infinitesimal for {y(tk )} to approximate the statistical properties of x(t)
[Gil96]. For very small dt compared to τx , Eq. (4) can be also approximated
by a first-order Taylor expansion, leading to
y(t + dt) ≈ (1 − dt/τx ) y(t) + σx

p

2dt/τx ξ̃.

(5)

